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1. Introduction

Executive Summary

This deliverable on Application Performance Monitoring and Management (APM) deals
with effective methods on how to detect the health condition of a swarm consisting of

low-power wireless motes. APM may be modelled in terms of the following control

loop:

The blue boxes indicate preconditions, i.e., we agree on low-power MCUs as hardware
architecture, a lightweight RTOS as software running on the node and on the IEEE
802.15.4 standard (PHY and MAC Layer) as well as on the 6TiSCH standard (upper layers)

as network architecture.

The green boxes form the control loop of APM. The following chapters of this
deliverable deal with one or multiple of these boxes. The contributions of our research
on APM deal with optimizing the steps of this APM control loop in terms of efficiency,

power consumption, verbosity. The goal is to deliver an almost complete picture of the
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swarm's health status to the user and manage the swarm's nodes satisfying the user

requirements.
Key Performance Indicators

When designing the APM solutions presented within this deliverable, we especially took
care that they scale properly, so that they are capable of monitoring large swarms
consisting of at least 32 motes, as demanded by the KPI of Work Package T25. This is
for instance practically addressed in Chapter 3 when evaluating the monitoring
framework “Memfault’, which provides a cloud backend designed for more than 1000
devices. Furthermore, it is shown that its memory footprint is little, and an efficient way
of exporting performance metrics is used, so that the performance of the swarm is
barely degraded. As part of this tutorial section, we also collected metrics from a real
world test setup consisting of AIOT boards and validated the framework's suitability for

swarms consisting of low-power embedded devices.
Technology Readiness Level

The findings and experiments conducted as part of this deliverable pushed the
Technology Readiness Level (TRL) of APM for low-power wireless systems in multiple

ways. We therefore assess the TRL for each section as such:

Chapter | Title TRL Assessment TRL
3 Tutorial: Monitoring a Zephyr | Monitoring framework evaluated in laboratory | 4
Application that uses | test setup with COTS hardware.
SmartMesh IP
4 Analyzing Network | Bit Error Patterns collected and analyzed from | 2
Performance Metrics in IEEE | two different real-world testbeds by comparing
802154 payload of TX and RX. Concepts are formulated
on how to collect such patterns without the
knowledge of TX.
5 Application Performance | A hybrid FEC algorithm is proposed, | 4
Management: Hybrid FEC in | implemented and evaluated in a laboratory
IEEE 802.15.4 setup.
HORIZON-CL4-2022-DATA-01-03, OpenSwarm Project 101093046 71146
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6 HyPM: Hybrid Performance | A novel method to export performance metrics | 3

Metric Transmission in Low- | is proposed. It was implemented and tested in

Power Wireless Networks a network simulator.

List of Publications

This deliverable is organized as follows: The different chapters reflect publications on
APM created as part of the work on Work Package T2.5. The following table provides a

mapping of each chapter to the corresponding publication, to which the interested

reader is referred to.

Chapter Title Publication
2 State of the Art in terms of APM for | Monitoring Performance Metrics in Low-Power
Low-Power Wireless Systems Wireless Systems. Fabian Graf, Thomas
Watteyne, Michael Villnow. Elsevier ICT
: Tutoriat Monitoring a zephyr Express, Volume 10, Issue 5, Page 989-1018,
Application that uses SmartMesh IP 2024,
4 Analyzing  Network  Performance | Bit- and Symbol-Error Patterns of the IEEE
Metrics in IEEE 802.15.4 802154 TSCH Mode. Fabian Graf, Thomas
Watteyne, Filip Maksimovic, Michael Villnow.
20th IEEE Symposium on Computers and
Communications (ISCC), Paris, France, 26-29
June 2024.
5 Application Performance Management: | Channel-Dependent Forward Error Correction
Hybrid FEC in IEEE 802.15.4 for IEEE 802.15.4 O-QPSK. Fabian Graf, Thomas
Watteyne, Filip Maksimovic, Michael Villnow.
IEEE International Conference on Smart
Internet of Things (SmartloT), Shenzhen, China,
14-16 November 2024.
6 HyPM: Hybrid Performance Metric | HyPM: Hybrid Performance Metric Transmission
Transmission in Low-Power Wireless | in Low-Power Wireless Networks. Fabian Graf,
Networks Esteban Norena Arroyave, Thomas Watteyne,
Michael  Villnow. Submitted to IEEE
International Conference on Communications
(ICC), Montreal, Canada, 8-12 June 2025.
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2. State of the Art in terms of APM

for Low-Power Wireless Systems

The increase in 10T devices continues unabated and was expected to reach an amount
of 16.7 billion endpoints by the end of 2023 [1]. This massive number comprises a large
variety of different device classes, ranging from the smallest sensors to complex
industrial machinery and everything in between. These devices have the capability to
collect, transmit, and process data in real-time, forming the backbone of the modern
connected world. To maintain such a network of devices, Application Performance

Monitoring and Management (APM) is essential.

Monitoring loT applications has become indispensable due to several reasons. 0T
devices often operate in dynamic and challenging environments, making them
susceptible to various operational and connectivity issues. APM is the key in identifying
and resolving these issues in real-time, ensuring uninterrupted data flow and
functionality. Moreover, the insights gained from APM can optimize device
performance, ensure reliability and reduce operational costs. Observability goes
beyond APM and is a commonly addressed and well-understood topic for more
advanced loT device classes [2]. When speaking of advanced device classes, we mean

full-fledged micro-computers like, e.g., a Raspberry Pi.

However, in the diverse array of 10T networks, ultra-low-power wireless systems have
garnered particular attention, too. These systems commonly rely on battery-driven
devices with resource-constrained Microcontroller Unit (MCU) architectures such as
the 32-bit ARM Cortex family. These devices are designed for efficiency and longevity
while causing only small costs. At the same time, high requirements in terms of reliability
are demanded in lloT environments. Wireless Sensor Networks (WSNs) are an example
for such low-power wireless systems and are widely deployed in industrial
environments to ensure a flawless operation of all the entities in a factory. It is therefore
crucial to install a system that the user can count on.

HORIZON-CL4-2022-DATA-01-03, OpenSwarm Project 101093046 9/146
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In fact, according to a survey published by the ISA, most people talk about reliability
when asked for the most important features in a WSN [3]. Obviously, low-power wireless
systems only offer limited amounts of battery lifetime. This might be an explanation for

the tendency of vendors to neglect APM capabilities in such constrained devices.

In our opinion, this seems inconsistent when recalling that reliability is the most
important feature from a customer's point of view. APM allows retrieving the health
condition of not only a single device, but of the overall system. Having a platform where
all important performance metrics are collected, processed and visualized makes it
possible to detect critical trends or bottlenecks. A broad range of metrics is also
essential for detecting the impact of external events or, e.g., a critical firmware upgrade
with negative consequences on the overall system. But also, in case of sporadic failures
or in case of a connection-loss, APM provides valuable insights to identify the bug and
saves the user from laborious hardware debugging or error reconstruction. Although
there has been limited effort in the academic community towards APM tools and
metrics for these low-power wireless systems, many research topics remain open and

unexplored.
This sections aims to bridge this gap by offering the following contributions:

e Conducting a comprehensive survey on performance metrics that may serve as
a checklist for developers of low-power wireless systems on what parameters

they should consider for their APM implementation.

e Presenting a novel comparison of Real-Time Operating Systems (RTOS) for
constrained loT devices in terms of in-built performance metrics and APM

features.

e Providing a survey and taxonomy of state-of-the-art APM frameworks covering

the steps of collecting, exporting and processing performance metrics.
Technical Background on Low-Power Wireless Systems

Before diving into the topic of APM in low-power wireless systems, we present a set of

standards widely used in this type of networks. Besides Wi-Fi (IEEE 802.11) or Bluetooth

HORIZON-CL4-2022-DATA-01-03, OpenSwarm Project 101093046 10/146
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(IEEE 802.15.1), another standard dominates the lloT world, hamely LR-WPAN, or simply
IEEE 802.15.4 [6]. In general, it is not as power-hungry as Wi-Fi [7] and the mesh topology
of IEEE 802154 allows to cover much larger areas compared to other low-power
solutions such as BLE [8], [9]. In 2012, Time-Slotted Channel Hopping (TSCH) was first
proposed as an enhancement of IEEE 802.15.4 (known as IEEE 802.15.4e [10], [11] and in
2015 it was included in the related standard specification [12]. TSCH deals with external
interference and multi-path fading at the MAC layer. When two neighbor nodes
exchange frames, they send subsequent frames at different frequencies, resulting in
channel hopping. The idea is that, if external interference or multi-path fading causes
the transmission of a frame to fail, the retransmission happens at a different frequency,
and therefore has a higher chance of succeeding than if retransmitted on the same
frequency [13]. For that reason, TSCH makes the standard more robust and suited for

industrial environments [14].

As IEEE 802.15.4 defines the characteristics of the PHY and MAC layer in the OSI model,
there are several standards building up on IEEE 802.15.4 in the upper layers. Zigbee [15],
Thread [16] and Matter [17] are popular examples that target mainly smart-home
applications. Industrial solutions mostly rely on WirelessHART [18] and ISA-100.11a
[10lwhich both employ TSCH. Besides the mentioned technologies, the IETF has put
effort in defining protocols for the integration of constrained devices, such as sensors,
into the Internet. These protocols include 6LoWPAN [20], RPL [21] and COAP [22]. The
IETF 6TiSCH WG [23] was founded to create a standard that enables the use of them on
top of the IEEE 802.15.4-2015 TSCH link layer [12]. The resulting 6TiSCH stack is fully
implemented in at least 4 open-source projects [24]: OpenWSN [25], Contiki(-NG) [26],
RIOT OS [27] and TinyOS [28l.

Analog Devices' SmartMesh IP product line [5] also implements a pre- 6 TiISCH protocol
stack. The technical overview of SmartMesh IP [29] and the results of 6TiSCH
performance evaluations [30], [31] indicate that this standard may fulfill our ambitious
requirements in terms of reliability. Since we consider reliability as the major KPI of our
system, the 6TiSCH architecture is chosen as the underlying model in the remainder of

this work.

HORIZON-CL4-2022-DATA-01-03, OpenSwarm Project 101093046 11/146
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Performance Metrics in Low-Power Wireless Systems

The goal of this section is to give a broad overview about what metrics are worth
monitoring, to capture the health condition of a low-power wireless system.
Furthermore, we want to clearly define certain terms which are tending to be mixed up
or misinterpreted in the academic community. The following collection of metrics is
based on athorough literature survey. "A survey on the metrics that matter" was already
given by Yuan et al. [32]. All the metrics from this survey can be found in our presented
overview, too. However, we do not only want to extend this collection of metrics, but

also take a different approach for clustering the metrics in different groups.

Yuan et al. arrange the metrics in a matrix-like structure. One dimension rates the
metrics as node-centric, hop-centric, path-centric, end-to-end or network-centric. The
other dimension classifies the metrics in terms of the layers of the OSI model. Recently,
Ojeda et al. [33] published a review “"On Wireless Sensor Network Models: A Cross-Layer
Systematic Review". The authors cover different methods of modelling WSNSs. In this
context, they propose a set of metrics, which are relevant to estimate the performance

of the system model. The metrics are once again clustered based on the OSI model.

Another important source in our survey are the metrics contained in the health reports
of SmartMesh IP, ref. Chapter 5.4 of [34]l. The concept of health reports, also called
heartbeats [35], is explained in detail in Section “Active Monitoring”. We include all these
health report metrics in our overview, as well as the aggregated metrics used for

monitoring the health condition of a SmartMesh IP network, ref. Chapter 6 of [36].
After an extensive literature study, we identified three main groups of metrics:

e device metrics (covering both HW and SW),

e node-centric networking metrics and

e system-wide networking metrics.

In the following, we do not simply list these metrics, but also show the relevance of
monitoring them, provide practical guidance on acquiring and discuss the associated

costs.

HORIZON-CL4-2022-DATA-01-03, OpenSwarm Project 101093046 12/146
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Device Hardware Metrics

This first set of metrics is summarized in Figure 1 and focuses on indicators that inform
the user about potential HW defects of their device, bugs in software that either
become visible just after long time of operation or which are caused by erroneous
software updates and harmful physical impacts from the surrounding. This set can once

again be divided in HW and SW metrics, respectively.

An important KPI in low-power systems is battery lifetime. Thus, keeping accurately
track of power consumption is crucial [37]. Battery Voltage and Charge Consumption
are the most important metrics to determine the SoC of the battery and to detect aging
problems. To determine the SoC precisely, a fuel gauge ICs such as the MAX17048 [38]
and high-resolution ADCs can be used. A Coulomb-counter is a wide-spread method
to determine the lifetime charge consumption of the battery [39]. Measuring the Energy
Consumption of specific atomic operations may be very useful in estimating the impact
of certain events related to the energy performance of the device. Nevertheless,
complex on-board instruments are the reason why capturing these metrics appears not
be very popular and why most scenarios measurements are restricted to an ADC
sampling the battery voltage [40]l. Temperature is another physical metric that also has
strong influence on the battery lifetime and the device's overall performance in general.
We differentiate between the metrics Core Temperature and Ambient Temperature.
The core temperature is measured at a location close to the CPU to detect overheating
of the chip. The ESP32-S2 for instance, has a built-in temperature sensor designed for
this monitoring use case [41]. To detect harmful external influences in the environment,
capturing the temperature in the surrounding of the mote is essential. For this purpose,
a DHT sensor can be connected to the pins of the mote. However, a common DHT 11
sensor consumes about 2.5 mA during the sampling process [42] whereas capturing the
other mentioned HW metrics just consumes current in the uA range. Therefore, ambient

temperature shall just be reported in reasonable intervals or even on demand.

HORIZON-CL4-2022-DATA-01-03, OpenSwarm Project 101093046 13/146
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Interrupt Queue Length
Interrupt Queue Overflows

I

Metric Unit Explanation

Device HW Metrics

Physical Metrics

Battery Voltage v Voltage measured with a fuel gauge IC or high-res. ADCs to estimate battery SoC

Charge Consumption mC Lifetime charge consumption measured with Coulomb counters to detect aging problems

Energy Consumption J Instantaneous amount of energy required for certain operations captured by on-board
instrument-based measurement

Core Temperature °C Temperature measured near CPU core to detect overheating issues

Ambient Temperature °C Temperature measured in environment to detect harmful external influences

Crystal Metrics

Resynchronization Time s Time elapsed since last synchronization (AT) in TSCH network

Clock skew/Time Offset s Desynchronization/offset € to time master measured at each resynchronization

Experimental Clock Drift ppm The experimental clock drift rate rexp is defined as rexp = 35

Radio Statistics

Radio Duty Cycle (RDC) o Ratio between the cumulative time that the radio chip is powered and the measurement
period

Receive Signal Strength Indi-  dBm RSSIis a metric which is captured for each neighbor-link individually

cator (RSSI)

Idle RSSI dBm Idle RSS1is measured during Idle listens for each channel individually in TSCH networks

Link Quality Indicator (LQI) - LQI is abstractly defined by the IEEE 802.15.4 standard as a characterization of the
strength and/or quality of a received packet

Signal to Interference plus dB SINR is defined as SINR = PP—SA .where Pg is the power of the signal and Py, y is the

B . " . +N . =

Noise Ratio (SINR) power of the interference plus 5ackground noise

Angle of Arrival (AoA) e A0A is used for localization and detection of external influences on the signal paths

Energy Detection (ED) J ED is used to measure the level of energy in the frequency band

Device Application Metrics

Message Queue Occupancy Yo Latest occupancy of the message queue

Avg. Message Queue Occ. o Average occupancy of the message queue over a certain time interval

Message Queue Congestion - Counter of message queue overflows

Computation Time s Duration for the CPU to complete a certain piece of computation

Bytes sent/received bytes Counter for bits sent/received via the communication module

Connectivity Counter - Counter of connect/disconnect events

Peripheral Interaction Timer s Timer for how long the interaction to certain peripheral devices such as sensor, flash
storage, etc. via communication buses (SPI, 12C) has taken

Display/LED Timer s Timer for how long a display or LED of the device was on

Reboot Cause + Counter - Counter and root cause of reboot events

Device Uptime d Time for how long the device is up and running since last reboot

RTOS Runtime Metrics

Task Stack Size Yo Percentage indicating how much size of the initially allocated task stack size is already
occupied in order to detect the danger of stack overflows

Task Utilization s Timer for how long the OS has spent time in certain task

CPU Utilization %o Percentage of time that RTOS not spends in idle task

Memory Usage Yo Monitoring of HW that provide external memory rescources concerning free disk space

Heap bytes used/free o Amount of heap memory used/free

Flash Operation Time s Time spent in flash operations (P/E-Cycles)

Flash bytes written bytes Counter for bytes written to flash memory

Flash sector erase - Counter for how often sectors in flash have been erased

Mutex Lock Failures - Counter for how often a certain Mutex lock function call failed

Mutex Waiting Time s Time spent waiting for a certain Mutex

Task Context Switches - Variable that accumulates the number of context switches performed

Nested Interrupt Counter - Variable containing the interrupt nesting level.

Max. Interrupt Disable Time s Timer for capturing the maximum interrupt disable time

Variable indicating the current number of entries in the interrupt handler queue
Counter for how often an interrupt was not being able to be serviced

Figure 1: Overview of Device HW and SW metrics

HORIZON-CL4-2022-DATA-01-03, OpenSwarm Project 101093046 14/146
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We also recommend monitoring metrics related to the crystal. It is a central component
in a 6TISCH device since time-synchronization among all motes is the basis of TSCH
[43]. The observation of the Clock Skew cannot just be used to draw conclusions on
potential HW issues, but also to calculate the Experimental Clock Drift. However,
floating-point operations and the collection of drift samples require additional memory,
which is typically limited in low-power wireless systems [44]. Nonetheless, the
Experimental Clock Drift is a valuable parameter for the rejoin process of the mote

helping to save time and energy by sticking to a low Radio Duty Cycle (RDC) [45].

In wireless systems, motes are naturally equipped with a radio which is another key
element that wants to be monitored and delivers useful insights. Although the metric
RDC is listed in the radio statistics list, anomalies usually indicate errors in software.
Since the strict schedule in 6TISCH networks allows the motes to turn off their radio
most of the time, high RDC values warn the user in case of unwanted behavior of the

mote resulting in higher power consumption.

Besides that, there are several different metrics which allow to draw conclusions about
the quality of a wireless link. We present the RSSI, Idle RSSI, LQlI and SINR in the
following. RSSI is one of the most monitored metrics in a wireless system and is
measured separately for each incoming link at the mote. In the SmartMesh IP health
reports [46] it is also proposed to monitor a metric called Idle Receive Signal Strength
Indicator (RSSI), which is not captured per link, but per channel. In TSCH networks,
motes turn their radio on and off according to a fixed schedule. The Scheduling
Function determines when and on which channel the radio should be turned on for
listening or receiving. Thus, motes have receive links during which they wake up, but
their neighbor has no packet to transmit on the link. From the receiver's perspective, we
call this event an idle listen. At the end of every idle listen, the mote takes a quick low-
power measurement of the RSSI on the channel it was listening to. There should be no
traffic from the network on the channel at this time [36]. Thus, the Idle RSSI metric is
used to detect interference near the mote on a particular channel. The Link Quality
Indicator (LQIl) is abstractly defined by the IEEE 802154 standard [6] as a
characterization of the strength and/or quality of a received packet and it is intended
be reported as an integer ranging from 0 to 255 [32]. The LQI is based on the quality of
HORIZON-CL4-2022-DATA-01-03, OpenSwarm Project 101093046 15/146
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the first 8 symbols after the Start-of-Frame Delimiter (SFD) and therefore determined
by a different strategy compared to the RSSI. Consequently, we also propose to monitor
the LQI in order to get a completer and more meaningful picture of the quality of the
wireless links. Sample values of LQl and RSSI are captured during the frame receive
process by default and easily accessible via HW-registers on most MCU platforms with
Radio Frequency (RF) elements. The Signal to Noise Ratio (SNR) is a central parameter
in communications engineering and used in formulas computing the channel capacity
and Bit Error Rate (BER) of theoretical channel models like the Additive White Gaussian
Noise (AWGN) channel. SNR is defined as the ratio between the signal power Ps and the
background noise power Pn. The wireless link is not just disturbed by the background
noise, but also by interference and thus the Signal to Interference plus Noise Ratio
(SINR) is commonly used to determine the quality of the wireless link. SINR is computed
similarly to the SNR, but the power of the interfering signals is added up on the
background noise power, resulting in P+N. In general, measuring SINR is a non-trivial
task. Qin et al. [47] present a method estimating the SNR based on the RSSI and a Kalman
filter. Additionally, they introduced the term Effective SNR which combines the metrics

SNR and LQl again in a Kalman filter operation.

Lastly, the metrics Angle of Arrival (AoA) and Energy Detection (ED) are listed among
the radio statistics. AOA is a technique of estimating the angle at which the signal arrives
at the receiver. Obviously, not all types of motes allow the calculations of the AoA, since
the receiver needs to be equipped with an antenna array, where the distance between
adjacent antennas is less than half of the signal's wavelength [48], [49]. However, if
possible, monitoring the AoA is recommended to detect potentially interfering objects
on the transmission path. Many chips that additionally support CSMA/CA based
protocols have a CCA algorithm implemented. This algorithm is used in CSMA/CA to
decide for transmission or waiting. The decision is based on an ED threshold used to
detect any other type of interfering RF transmissions. Chips such as the CC2420 [50] and
the NnRF52840-DK [51] provide the ED value in a dedicated register. Besides its use for
CSMA/CA, ED also turns out to be helpful for Wi-Fi interference quantification [52] and
jamming detection [53], [54].

HORIZON-CL4-2022-DATA-01-03, OpenSwarm Project 101093046 16/146



" OpenSwarm

Device Application Metrics

The list of SW metrics includes various statistics on the state of the running application
and can easily be fetched via counters and timers. A central element of a wireless
sensor node is the message queue containing the packets that are either generated by
the mote itself or need to be forwarded. The SmartMesh IP health reports [46] propose
to periodically send the Current/Average Occupancy of the queue, as well as the
number of Queue Overflows, i.e., the mote has experienced congestion. Constantly
reported congestion events indicate to the user that there is a need to either enlarge
the message queue size or check the routing paths to detect critical bottlenecks.
Another commonly proposed performance metric is the Computation Time [32], [55],
[33]. Assume a homogeneous network, i.e., all the nodes are based on the same HW and
experience the same computational load, then the computation time for a certain task
reveals the mote's capacity of executing additional workload that may be shared among
the motes in the network. Thus, this metric is not necessarily relevant for extremely
constrained systems, but for networks employing task allocation to collaboratively
execute loT applications [56]. More application related performance metrics [35] were
proposed in the context of Memfault [57], a commercial monitoring solution which is

explained more in detail in Section “Integration of the Memfault Monitoring Framework”.

These metrics include important counters for the total number of bytes sent and
received by the mote and a connectivity counter that keeps track of
connect/disconnect events to certain neighbors. Furthermore, timers are proposed for
measuring the duration of interactions over peripheral buses (e.g., SPI, I°C, ..) and the
time that a display or LED was switched on. Monitoring the reboot causes is another
procedure, which can be listed in the group of application metrics. The idea is to save
the reboot cause to flash memory if an unplanned reboot occurs and report it to the
monitoring platform once the mote is up and running again [35]. Lastly it is also
recommended to keep track of the uptime of the device, i.e., keep the user informed of

the time since the last reboot [35], [58l.
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Real-Time Operating System (RTOS) Metrics

The next group of metrics on RTOS performance metrics even goes beyond the
previously discussed application metrics. This group of metrics is particularly helpful for
debugging purposes in the RTOS design phase. While it may seem superfluous at first
glance to constantly keep track of these RTOS metrics at runtime, we present
reasonable arguments that motivate to monitor them continuously. In Section
‘Collection of RTOS Metrics", we explain each RTOS metric, highlight the purpose of
monitoring it and give practical implementation hints. In Section “APM Features in State-
of-the Art RTOSs", we list OSs that provide in-built functionality of capturing these
metrics. We have observed that this topic has just been scarcely addressed in literature,
yet. Although, numerous surveys and comparisons between RTOSs exist [59], [60], [61],
[62], which all focus on performance and timing, there is no work which compares state-
of-the-art RTOSs in terms of APM features. This is where we aim to contribute in the

following.

Collection of RTOS Metrics

As the complexity of lloT applications rises, the concept of a super-loop that periodically
calls function modules reaches its limits. There is the need for splitting the work into
tasks, which are sometimes also called threads. On a single CPU, only one task executes
at any given time [63]. It is the job of the scheduler in an RTOS to invoke, suspend and
resume tasks based on their assigned priorities. Besides the priority, the user must
reserve a certain number of bytes in RAM for the task stack when initializing the task.
Since this value is fixed, an uncontrolled growth of the stack may result in a stack
overflow, one of the most common SW issues in RTOSs. To prevent this from
happening, numerous authors in literature recommend monitoring the Task Stack Size
continuously [601, [64], [65], [63], [35], [55]. This is usually done by initializing the allocated
stack memory with a certain pattern [66] and then identify the “watermark level" by
searching for the lowest memory address which violates this pattern, if the stack grows

from high to low memory addresses, ref. Sec. 5 of [63].
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Another important metric when it comes to task monitoring is the Task Utilization.
Reporting a detailed overview to the user on how much time the RTOS has spent in a
certain task, is extremely beneficial for checking if the system behaves as intended. In
many IloT scenarios, battery-powered devices are forced to save energy wherever it is
feasible. Therefore, in such environments it is an established design pattern for RTOSs
to achieve a high percentage of time spent in “"sleep” mode, i.e., the idle task, where the
CPU activity is brought to a minimum [55]. The system is woken up again based on an
event-driven premise, eg. when a timer expires. How to practically implement
measuring the CPU Utilization is studied in [67], [55]. Grabbing CPU Utilization at run-
time and reporting it constantly is an important step to better understand the power
consumption of your mote [60], [65], [35], [68]. On top of that, the measured CPU
Utilization can be compared with the estimated CPU workload calculated during the
system design phase. When designing an RTOS, an analysis technique to determine if
all tasks can be scheduled to run and meet their deadlines is essential. Such an analysis
is obviously dependent on the priority assignment of the tasks. Although there has been
considerable research on this topic [69], the most used technique is still the Rate
Monotonic Analysis (RMA) which was introduced by Liu and Layland in their seminal

paper [70l. They estimate the CPU utilization U by

n E’
U:Z—A §n(2f11—1)
o Lk

Where Ex is the worst-case execution time for the task and T« the period that the task
will run. nis defined as the total number of tasks and used to derive an upper bound for
CPU utilization. A key feature of the RMA is the ability to prove a priori that a given set
of tasks will always meet its deadlines, even during periods of transient overload [71l. It
is essential to recognize RMA as a sanity check and in many cases as a model that is not
calculated once, but tested using our initial assumptions and then periodically updated

based on real-world measurements and refined assumptions as the system is built [55].

The next metric in Figure 1is called Memory Usage. This term needs to be defined more

precisely since there are different types of memory on the nodes of such a low-power
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wireless system. In general, we differentiate between the program ROM, RAM and the
external storage [32]. The memory usage of the program ROM is determined during
compile time. Thus, it is constant and does not need to be monitored. The monitoring of
the RAM usage is already captured by the metric Task Stack Size. The remaining
memory unit whose size needs to be tracked during runtime is the external storage,
which can either be another flash memory or even an SD card [32]. These forms of
external storage are often used to store logs and therefore monitoring the remaining
free memory space is essential to adapt the logging verbosity or knowing logs might
get lost. At this point, we have covered the RTOS related metrics which occur the most
in APM-related literature.

However, there are many other metrics mainly proposed by Labrosse [63] and Hoffman
[35]. Both propose to keep track of the heap size by monitoring the metric Heap bytes
used/free. Tasks can allocate stack space from the heap by calling malloc(). However,
if the allocated space is not set free again, this can cause the heap to fragment, which
is not desirable in embedded systems [63]. Whereas heap and stack are located on the
RAM, Hoffman [35] also proposes to monitor interactions with the flash memory. We
include the metrics Flash Operation Time, Flash Bytes Written and Flash Sector Erase
in Figure 1. The goal is to get a detect errors related to flash aging effects caused by
many P/E cycles [72], [73]. Besides an increasing BER at PE cycles, HW fingerprinting
techniques relying on PUFs may suffer under decreasing accuracy due to flash aging

problems, too [74].

The remaining metrics in the RTOS runtime statistics subset in Table Figure 1 deal with
kernel objects. A MUTEX is such an object and prevents multiple tasks from accessing
the same shared resource simultaneously. Since MUTEXs are used to protect critical
global variables or message queues, monitoring Mutex Lock Failures, i.e., how often a
certain MUTEX lock function call failed, and the Mutex Waiting Time, i.e., the time spent
waiting for a certain blocked MUTEX, is proposed [63], [35]. Further RTOS metrics
introduced by [63] are Task Context Switches, Nested Interrupt Counter, Max. Interrupt
Disable Time, Interrupt Queue Length and Interrupt Queue Overflows. Task Context
Switches is a counter which tracks the total number of performed task switches. As a
stand-alone humber this metric has little significance, but when comparing it across the
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whole system it helps to detect anomalies. The Nested Interrupt Counter contains the
interrupt nesting level. Level 1 means servicing the first level of interrupt nesting, level
2 means the interrupt was interrupted by another interrupt. This metric is useful to spot
SW issues and saves the user from time-consuming debug sessions. The Maximum
Interrupt Disable Time can be tracked globally or on a per-task basis. This metric shows
how each task affects interrupt latency. By disabling interrupts, e.g., check and set
operations happen without any other ISR having the chance to execute in between.
Monitoring the Interrupt Queue Length shows the user how many calls the interrupt
handler has put in the queue. Again, this is a metric which has more significance when
regarded in comparison to the reference values reported by the other motes. Lastly, the
metric Interrupt Queue Overflows is listed. It indicates how many times that an interrupt
was not being able to be serviced by its corresponding task because the queue was not
large enough. If the value is non-zero it indicates the user to redesign the queue size or

that the processor was not fast enough.

The previously presented concepts make it possible to implement the proposed
metrics regardless of the used OS. Nevertheless, we provide a survey on different
popular OSs and their in-built monitoring functionalities in the following. The intention
is to simplify the task of designing the APM module of such a constrained device by

leaning back to these features offered out of the box.
The OSs covered in this section include

e Free-RTOS [75],

e Zephyr [4],

e Contiki-NG [26],

e RIOT OS [76],

e Mbed OS [77] and

e pC/OS-I B3l
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According to a recent survey by the Eclipse Foundation, FreeRTOS is still the most
widespread RTOS used on MCUs [78]. The reason therefore is its small and simple
kernel and the portability to a large range of different MCU HW architectures. Zephyr is
an RTOS developed by the Linux Foundation and offers a small kernel, the “west"
configuration and build system and a broad set of protocol stacks for IPv4 and IPv6,
COAP, MQTT, IEEE 802.15.4 [6], Thread [16] or BLE.

Especially due to its advanced security features, Zephyr has recently become also one
of the most popular choices for an RTOS. Although Contiki-NG is designed for resource-
constrained 0T devices, it is not an RTOS but a common OS. Furthermore, Contiki-NG
provides a 6TiISCH stack implementation and is popular in the research community
thanks to the supplied "Cooja" simulator [79], which can imitate the behavior of a WSN

consisting of multiple nodes running Contiki-NG.

RIOT OS is an RTOS designed to fit on loT devices equipped with just minimal memory
in the order of approximately 10kByte [27]. Additionally, RIOT OS comes with a native
implementation of the 6TISCH stack and offers the possibility to run OpenWSN in an
own “thread", the term used for a task in RIOT OS [80].

According to [78] Mbed OS is another RTOS which is especially popular among
developers using ARM Cortex-M platforms. Mbed OS supports 6LOWPAN mesh
architectures and the ARM TrustZone, a technology reducing the potential for attack by
isolating the critical security firmware, assets and private information from the rest of

the application [81].

In the end, we also want to mention uC/0OS-lll, a kernel which shines through its clean
and slim architecture. uC/0OS-Ill manages a nearly unlimited number of application
tasks, priority levels and features an interrupt disable time close to zero [63]. On top of

that, uC/OS-Ill is famous for its various monitoring features.

Once again, as in the previous Section, we now go through the corresponding metrics
of Figure 1 and name different OS implementations that support monitoring these
metrics out of the box. To the end of this section the presented OSs and their APM

functionalities are summarized in Figure 2.
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The first metric of the RTOS runtime statistics group in Figure 1 is Task Stack Size.

Free-RTOS comes with the uxTaskGetStackHighWaterMark function returning the
amount of stack that remained unused when the task stack was at its greatest (deepest)
value [82]. In Zephyr, the compiler flag -DCONFIG_THREAD_ANALYZER=y needs to be set.
Then calling the function thread_analyzer_run() prints out the stack usage for each
“thread", which is the term used for a task in Zephyr. Contiki-NG offers the Stack checker
library including a stack_check_init () function which initializes the stack area with a
known pattern and the stack_check_get_usage() function to calculate the maximal
stack usage so far. Also RIOT OS implements a flag THREAD_CREATE_STACKTEST that can
be used after a thread creation for measuring the stack's memory usage. In Mbed OS a
macro must be set, which is called MBED_STACK_STATS_ENABLED=1. uC/0OS-Ill already

provides variables StkUsed and StkFree for each task.

Following the order of the metrics in Figure 1, the next ones are Task Utilization and CPU
Utilization. Since these metrics are closely linked, whereas CPU Ultilization just includes
measuring the time spent in the “Idle" task, we cover both metrics together in the
following. In Free-RTOS there is an API function call vTaskGetRunTimeStats() which
returns the absolute time as well as percentage time values for each task (including the
Idle Task) in a tabular format. In the case of using Zephyr, the same information (also
including the time spent in the Idle Task) is again contained in the output of calling the
thread_analyzer_run() function. Since Contiki-NG is not an RTOS relying on a task-
based architecture, there is no list showing the metric Task Utilization. However, Contiki-
NG has an own module called “energest” for monitoring CPU Ultilization. There are five
predefined energest states, indicating whether the CPU is active, in low-power mode or
deep low-power mode and whether the radio is in transmitting or listening mode.
Periodically reporting information about the time spent in these states is extremely
useful, since the states can directly be translated in current consumption and ultimately
energy consumption based on the datasheets of some HW platforms, such as the
Zolertia Z1 [83]. Threads in RIOT OS contain a “struct” called schedstat_t if the module
schedstatistics.hisincluded. schedstat_t contains a timestamp of the thread's last

start time, how often the thread was scheduled to run and the total runtime of the
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thread. For Mbed OS there is no in-built method to monitor the CPU usage. uC/OS-ll
offers the variable CPUUsage on a per-task basis and the variable 0SStatTaskCPUUsage
for the whole RTOS. 0SStatTaskCPUUsage shows to the user the percentage the CPU
was active and not idle. CPUUsage expresses the CPU usage of a certain task as a
percentage of the total CPU usage, i.e, 0SStatTaskCPUUsage. However, there is not a
detailed overview on how much time was spent in a certain task and its fraction of the
total runtime. In Section "Collection of RTOS Metrics", we define Memory Usage as a
metric monitoring the external storage like another flash memory. Since this metric is
rather highly dependent on the used HW platform than on the OS there are no specific
implementations available, and we do not include it in Figure 2. The next metric in the
list is Heap bytes used/free and can be monitored in FreeRTOS using the function call
xPortGetFreeHeapSize(), depending on the used memory allocation implementation.
FreeRTOS offers five different options (heap_1.c, ., heap_5.c) for heap memory
allocation. heap_1.c and heap_2.c allow monitoring the amount of heap space that
remains unallocated via the API function call xPortGetFreeHeapSize(). However, this
function is not available when using heap_3.c. The remaining heap_4.c and heap_5.c
both support the use of xPortGetFreeHeapSize() again and additionally provide the
xPortGetMinimumEverFreeHeapSize() function which returns the lowest amount of
free heap space that has existed since the FreeRTOS application has booted. At this
point it might be worth mentioning that the Espressif 32 10T Development Framework
(ESP 32-IDF) [84] offers an even more verbose set of methods for monitoring the heap
size on an ESP 32 HW using FreeRTOS. Zephyr and Contiki-NG currently do not offer an
in-built functionality for heap memory monitoring. In RIOT OS, the function
memarray_available() returns the number of blocks available in the memarray pool,
the concept used in RIOT OS for allocating heap memory. Similarly to the stack
monitoring functionality, Mbed OS comes with a macro that needs to be set to 1, i.e,
MBED_HEAP_STATS_ENABLED=1, to enable heap size monitoring. By calling
mbed_stats_heap_get() detailed information is reported on currently and maximum
allocated bytes, on the sum of bytes ever allocated and on the number of failed
allocations. To avoid memory fragmentation pC/OS-Ill comes with an alternative to the

common heap memory concept, which is based on malloc() and free() commands.
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This alternative is the use of memory blocks, all having the same size. Memory blocks
are again part of a partition, which are created by the function 0SMemCreate(). There
are multiple partitions possible, and the memory blocks of different partitions are also
allowed to have different sizes. The RTOS runtime statistics related to the memory
blocks in uC/OS-llIl are the variable 0SMemQty containing the number of partitions
created and for each partition the variables B1kSize, NbrMax and NbrFree holding
information about the partition's block size, the maximum number of blocks and the

number of free blocks, respectively.

Following the order of metrics in Figure 1, the next ones would be related to flash
memory monitoring. Similarly to Memory Usage these metrics monitoring the flash
memory are not included into Figure 2 due to their strong correlation with the used HW
platform. All the remaining metrics are be summarized under the term Kernel Objects.
MC/OS-IIl is basically the only RTOS which provides such a detailed monitoring
functionality for MUTEXs, Task Context Switches, Nested Interrupt Counter, Max.

Interrupt Disable Time, Interrupt Queue Length, Interrupt Queue Overflows and many

more.
0S Task Stack Task CPU Heap bytes  Kernel
Size Utilization  Utilization  used/free = Objects
FreeRTOS [75] v v v v
Zephyr [4] v/ v v
Contiki-NG [76] v v
RIOT OS [77] v v v v
Mbed OS [78] v v v v
HC/OS-III [63] v v v v

Figure 2: Comparison between APM functionalities in (RT)OS implementations.

Networking Metrics (hode-centric)

The second set of metrics in Figure 3 lists all the statistics that we consider as important
to monitor the mote's reliability in terms of networking and to identify the problem when

packet losses occur. Motes in 6TISCH based systems are arranged in a mesh topology.
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Thus, all motes have at least one neighbor node. Neighbors may be other motes or the
network manager, which is also called Border Router (BR). The first subset of metrics
comprises packet statistics characterize the path to the mote's neighbors. Therefore, a
constantly updated list of neighbors should be reported to the monitoring platform [461.
The counters Neighbor Transmitted Packets, Neighbor Transmit Failures, Neighbor
Retransmissions and Neighbor Received Packets are straight forward and build the
basis for calculating the metrics ETX, Mote Packet Delivery Ratio (PDR) and Mote Packet
Retransmission Ratio (PRetR). The formulas are given in Figure 3. We have observed that
in literature different terms and definitions for the metric PDR are used. We also agree

on the following definition of these terms, ref Sec. 4.4.2 of [32].
PDRjp = PRRg =1 — PLRy

The equation expresses the relationship between PDR, Packet Reception Rate (PRR)
and Packet Loss Ratio (PLR). The PDR of mote A for its link to mote B is equal to the PRR

of mote B for its link to mote A. The complement of PDR is called PLR.

Further neighbor metrics are the hop depth and the B-factor [32]. The hop depth is
defined as the number of motes that lie on the path of a message from the mote to the
manager. A changing hop depth indicates a dynamic in terms of lost neighbors or new
routing paths. The B -factor measures the link burstiness and allows to reason about
how long a protocol should pause after encountering a packet failure to reduce its

transmission cost [85].

Besides the mentioned mesh topology, TSCH is a main characteristic of 6TiSCH
networks. The concept of TSCH consists in iteratively changing between the available
frequency channels according to a fixed schedule. The SmartMesh IP health reports [46]
propose to monitor the number of total Unicast Attempts and Unicast Failures for each
of the channels. The resulting complement ratio is called Channel Stability and usually
shows the presence of interference and multi-path fading when comparing the values

across the different channels. [13], [86], [871.
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The following subset of metrics in Figure 3 is subsumed under the term Mote
Scheduling Statistics and deals with node-centric networking statistics related to the
employed scheduling algorithm. In TSCH networks time is cut in timeslots which
typically have a duration of 10ms [11]. Since the frequency band is also cut in 16 different
channels for communication, a matrix structure arises. Each cell of this matrix is
characterized by a time- and channel-offset, respectively. The task of the SF is to assign
a cell to each communication link between two neighbors. Thus, the motes know
exactly at which time to transmit, receive or sleep. The Average Time between
Transmits is listed as one of the KPIs in 6TISCH networks [88]. This metric is used to
check the fairness of the SF. Another metric closely linked to the SF is bandwidth [46].
We differentiate between Assigned and Needed Bandwidth, respectively. Based on
these values, it can be evaluated if the used SF is still suited for the ongoing traffic at
each mote in the system [89l. Another KPI of every communication system is obviously
the data rate which is also closely linked to the time between transmit cells allocated
by the SF. Yuan et al. [32] propose to measure the data rate at the link-layer and define
it as the amount of link-layer payload (excluding link-layer header) per certain unit of
time. Furthermore, the authors [32] present the Next Hop Switch Rate metric to have an
indicator for the routing stability. The routing topology, i.e, the set of links a message
crosses from a mote through the mesh to the manager, is determined by the Routing
Protocol for Low-power and Lossy Networks (RPL). The motes lying on this path are
called parent nodes. High values of the Next Hop Switch Rate might be a sign for
dynamics in the network caused by moving objects or decreasing link quality, which
influences the OF used by the RPL. This means the routing topology keeps changing
with the radio environment even when the number of nodes in the network do not
change [9o]. Of course, the RPL topology also varies with nodes leaving or joining the
network. Thus, we recommend tracking the number of Network Joining Events of the
mote [91], [46]. This value becomes essential when comparing it to the Reboot Counter
introduced in Section “Device Application Metrics". If the numbers do not match, this
may be an indicator for a connection loss due to SW issues or external disturbances of
the wireless link. The next subset of metrics contains general Mote Packet Statistics and
consists exclusively of counters and ratios built from these counters. At first glance it
may seem a bit petty to implement so many counters, but it turns out to be worth the
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effort when it comes to finding the reason for packet losses. Since we have already
introduced the counters for successful and failed packet transmissions to certain
neighbors of the mote, it is obvious to sum over all neighbors and obtain the total
number of packets transmitted and transmission failures, respectively. The Packets
Dropped at the MAC Layer due to exceeded retry count, aging or no route are tracked
as a subset of transmit failures [46]. Furthermore, Retransmissions are essential to be
monitored [92], [87]. They form a sub-quantity of the transmitted packets. Analogous to
the neighbor packet statistics, we can also calculate the PDR and the PRetR of the mote

according to the formulas in Figure 3.

Yuan et al. [32] listed the metric Information fan-out as the ratio of received packets over
transmitted packets over a short period of time at an intermediate node. This metric is
useful for congestion detection and requires a counter for received packets, which is
simply the sum of all received packets over all neighbor links of the mote. The next
counters listed in Figure 3 are called Transmit Ready Packets and Transmit Errors. Both
are implemented in the health reports of SmartMesh IP [46] and describe the border
from the NET layer to the MAC layer in the OSI model. Transmit Ready Packets counts
the packets handed successfully from the network to the MAC layer and thus are ready
to be sent. Contradicting are the Transmit Errors, i.e., packets that were not sent and
dropped due to congestion and timeouts. These two counters are used for the
calculation of the Mote Availability [89l. To determine the reliability of a mote we need
to track the number of packets correctly received by the manager from this mote as
well as the number of packets lost on the way to the manager from this mote. We
denote by these metrics Packets received Mote -> Manager and Packets lost Mote ->
Manager, respectively. Consequently, the mote's reliability can be computed according

to the formula in Figure 3.

The last subset of metrics in Figure 3 is summarized under the term Mote Packet
Validation. The SmartMesh IP health reports [46] have a counter for the number of
packets that were discarded due to validation errors. This quantity can even be
subdivided in counters, which specify the reason why validation has failed. Validation
may fail because of Decryption Errors which are detected depending on the employed
security concept. For encryption, the 6TISCH architecture, e.g., supports OSCORE, an
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IETF standard compatible with COAP. SmartMesh IP relies on a concept of PSKs [36].
These security mechanisms are independent of IEEE 802.15.4, which also comes with
an own in-built encryption algorithm based on AES to achieve data integrity through a
MIC. If the check of this MIC fails, the Authentication Error counter is incremented.
Additionally, there is a counter for CRC Errors. For each message, a CRC code is
computed and appended to the message as redundancy, which gets validated at the
receiver's side. In our literature survey, we found that different authors [32], [46], [33]
propose to count the number of CRC errors to detect the presence of unusual traffic or
Jjamming that is interfering with the network [93], [94]. Based on the CRC error counter
and the previously introduced Received Packets counter, i.e., packets that have passed
the preamble and SFD check, one can compute the PCR. The PCR is not necessarily a
measure for the detection of harmful attacks but also for co-existing, interfering

networks, respectively.
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Metric Unit Explanation

Networking (node-centric)

Neighbors (Mesh)

Neighbor (Nbr.) 1D List - A list of all registered neighbor device names/IDs/MAC addresses
Nbr. Transmitted Packets - Counter f smitted to a c neighbor

Nbr. Transmit Fa
Nbr. Retr:

Nbr. Received Packets - Counter for packets received from a certain 1

Counter [t nissions (o a ¢

smissions - Counter for nitted to a certai

Nbr. Transmit Failures

Nbr. Pi!t el I)rh.\'cr).-_l{nlm % PDR of a link to a certain neighbor: PDRypy Fbr. Transmiticd Packes
(PDR)/Nbr. Path Stability

Ibr ket Retransmi . : artain neig - PRe . . { _Nbr. Retransmissions
Nbr. Packet Retransmission % PRetR of a link to a centain neighbor: PRetRyy, = 100 - ( grfistatnion )
Ratio (PRetR)

Hop Depth - Number of hops to the manager
B-Tactor G Characterization of the burstiness of a wireless link

Channel Statistics (TSCH)

Channel (Ch.) Number Hz A list of all available channels and their corresponding frequency
Ch. Unicast Attlempts - Counter for Unicast attempts over a certain channel
“h. Unicast Failures - “ounter for missed Acknowledgements (ACKs) over a certain channe
Ch. U 1 Fail C ter f 1 Acknowledg ts (ACKs) 1 I 1
h. Stability [ Stability over a certain channel: Stabilityrs = (1 — Ch. Unicast Failures
Ch. Stability i Stability over 4 certain channel: Stabilitycy, = 100 (1 — Gl fullres )
Scheduling Statistics (Mesh)
Avg. Time between Tx § Time interval between two transmit slots of a mote according to schedule
Assigned Bandwidth ms Bandwidth assigned to the mote according to the sche:
Needed Bandwidth ms Total bandwidth needed by the mote to cope with the traffic
byte: . . Lo

Data Rate {" Amount of link-layer payload (excluding link-1 header) per unit of time
Next Hop Switch Rate T ate of routing change events affecting the d ion paths of the mote
Next Hop Switch Rat Sl Rate of routing change ev ffecting the d ths of il |
Number of Joining Events - Counter of network join events to detect mobility and undesired reboots

Packet Statistics

Transmitted Packets - Counter for total number of packets (to all N neighbors including the manager) transmit-

Zi\‘-\"‘“ Transmitted Packets);

smit Failures - Counter for total number of packets packets (to all N n
that did not reach their destination correctly: ¥ (Nbr. Tr

Pkis Dropped MAC Layer - Number of packets dropped by MAC Layer (subset of T

ted

Tra

ismit Failures)

Retransmissions - Counter for total number of packets packets (to all N neighbors including the manager)

retransmitted: Z‘,\:]' . Retransmissions);
A rer [ the o - i Failure
Mote PDR G PDR over all links of the mote: PDRyge = 100 - (I —J[;I';' !1:;\[:&}
: PRe [ e ar 3 . . Re - . eirar jons

Mote PRetR % PRetR over all links of the mote: RetRyjge = 100 - ( qeratsmisions )

Mote ETX - The Expected Transmission Count (ETX) of a link is the predicied number of data trans-
missions required 1o send a packet over that link, including retransmissions.

Received Packets - Counter for total number of packets packets (from all N neighbors including the m

received E?,NM“— Received P: 18);

formation f ¢ i« defined as the rati . { _Received Packels cod for conges

Information fan-out i It is defined as the ratio 100 m) and used for congestion detection

smit Ready Packets - Counter for packets handed from NET to MAC layer and ready 1o be sent

it Errors - Counter for packets that were not sent and dropped due to congestion and timeouts

- Avails ! i « is define . . (1 - Transmit Errors
Mote Availability % Avail. of a mote is defined as Availypge = 100 (I Tramamil Keady Packets-+Tranamil Ervors
Pkis. rec. Mote — Manager - Counter for total number of packets received by the manager from the mote
Pkts. lost Mote — Manager - Counter for total number of packets sent by the mote and lost on the way to the manager
Mote Reliability % The rel. of the mote is defined s Relyjoe = 100+ (1 — porickets lost MotesManager )y

Packet Validation

Received Invalid Packets - Number of packets discarded by NET layer due to due to validation errors
Decryption Errors - Packets that the decryption process
Authentication Error - Message Int ¢ Code (MIC) failed due to authentication error

CRC Errors - Number of i ming packets with MAC- clic Redundancy Check (CRC) errors
to indicate the presence of unusual traffic ¢ 2 that is interfering with the network
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Figure 3: Overview of hode-centric Networking Metrics.

Networking Metrics (global)

Finally, Figure 4 shows a collection of metrics that cannot be monitored on a single
device, since system-wide knowledge is required. Typically, these metrics can be
obtained at the network manager, i.e., the Low-Power and Lossy Network (LLN)-BR in
6TiISCH networks [23]. The first two metrics Network Efficiency and Network Fairness
were defined by Hull et al. [95] and are also included in the survey of Yuan et al. [32]. The
definition of Network Efficiency n [95] relies on a variable “U" which quantifies the set of

“useful packets"”. If we define every packet as useful in our 6TiISCH scenario, n is simply
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the inverse metric of PRetR averaged over the whole network and thus forms an
important metric for energy consumption estimations. Network Fairness is an indicator
whether the packets arriving at the manager are fairly shared among the motes in the
network. In 6TiISCH networks that are based on the RPL and relying on a fixed schedule,
this metric's significance is minor, since it is clearly dependent on the SF. Network
Throughput [32], [33] is another global metric and is defined as the total amount of data
received at the collection points, i.e,, the manager, over a certain period of time (e.g., the
health-report/heartbeat interval). Anomalies in the Network Throughput over time
indicate crucial events such as joining motes, connection-losses or unusual traffic
patterns. The k-factor is a metric originally defined by Srinivasan et al. [96] and
mentioned in the collection of Yuan et al [32]. k impartially captures to what degree
packet reception on different links is correlated. This means that kK is not a global metric
for the whole network, but one that compares two links which share the same
transmitter. Since the required information to compute k goes beyond the knowledge
of asingle mote, this metric is listed under system-wide metrics in Figure 4. The k -factor
is not trivial to compute, however, it can deliver information about the protocol
performance. The following counters in Figure 4 are called Total Transmit Packets
Ready, Total Transmit Errors, Total Packets Generated and Total Packets Lost. They are
simply obtained by summing over the corresponding node-centric metric in Figure 4
for all motes [89l. Similarly, as in Section "Networking Metrics (node-centric)’, one can
compute the Network Availability and the Network Reliability, which is considered as

the most important KPI by most papers included in this survey.

The last subset of global metrics is summarized under the term Timing. The Network
Lifetime is a timer which falls into this group. It is captured at the network manager and
starts at that moment at which motes are allowed to join the network. The metric is also
listed by Yuan et al. [32] and Ojeda et al. [33] as a useful metric for the detection of aging
problems. Another timer metric is called Network Formation Time [88]. It is measured
once at the initial phase when the network is forming and refers to the end of the secure
joining phase of the network. The Network Formation Time becomes interesting when
running multiple different, but comparable, deployments. All the remaining timing

metrics are different forms of the KPI Latency. Besides reliability, latency is the metric
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that appeared the most when it comes to most important metrics in a wireless system.
However, when talking about latency, most authors refer to the metric Network
Upstream Latency. It is usually defined as the Upstream Mote Latency averaged over
all motes in the network, where Upstream Mote Latency is the average time taken for
packets generated at a certain mote to reach the manager. Obviously, the same timers
exist for downstream direction, i.e., from the manager to the mote, and for point-to-point
directions. Point-to-Point Mote Latency can be stored in form of a dictionary with
neighbors (keys) and corresponding average time taken for packets to reach this
neighbor (values). It is worth mentioning that the manager is not part of this neighbor

list, since the value would correspond to the Upstream Mote Latency in this case.

Metric Unit  Explanation

Networking (global)

a data collection that

ed by the sink are fairly shared

or
Total Pkts, Transmit Ready ystem-wide number of ent from NET to MAC layer and ready to be sent of all
M

Total Transmit Errors

el k Av
Total Packets Generated
Total Packets Lost

Network Reliability % The reliabi portion of the packets injecte

ion. Relnenwork = 100 - (TPt
Timing

Network Lifetime d
Network Formation Time
Upstream Mote Latency

Downstream Mote Latency

ten
Point-to-Point Mote Latency — ms

Point-to-Point Network La ms
tency

Figure 4: Overview of system-wide/ global Networking Metrics.
Monitoring Frameworks in Low-Power Wireless Systems

In the last section, we covered what metrics we consider as important to monitor in low-
power wireless systems. In this section, we want to shift our focus on APM frameworks,
which may be used for this purpose. We begin with a literature survey on APM
frameworks in constrained, wireless systems in Section “Related Work on APM
Strategies”. In the following Section “Comparison of Metrics used in APM frameworks"
we discuss to what extent the metrics from Section “Performance Metrics in Low-Power

Wireless Systems” are considered in each of the frameworks. Eventually, we describe
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how metrics find their way from the device to the user's APM platform in an active
monitoring system. Thus, we cover the steps of metric collection on the device in
Section “Collecting Metrics”, exporting in Section “Exporting Metrics” and processing on

receiver side in Section “Processing Metrics”.

Related Work on APM Strategies

There are numerous APM techniques for loT addressing different network architectures
and technologies. We cluster these techniques in 6 different groups. After explaining
the core concept of each group, we spend a subsection on each of them to list

corresponding frameworks in literature.

The first group is called active monitoring and often referred to as “traditional
monitoring”, i.e, the metrics make their way to the user by being sent in packets
dedicated for health monitoring. In active monitoring, nodes periodically send out health
information in form of additional packets, called health reports, heartbeats or snapshots,
depending on the project. These terms are interchangeable and describe the same
contextual concept. Clearly, active monitoring means an additional overhead on top of
the actual application resulting in performance degradation of the system in terms of
energy consumption, bandwidth and device resources, i.e., additional storage and CPU

load, respectively.

Passive monitoring systems do not penalize neither the operation nor the performance
of the system. The approach relies on spying the communications among the motes
and inferring on the health condition. However, such passive tools may deliver

insufficient information for a complete analysis.

The third group covers hybrid approaches trying to combine the advantages of the

afore-mentioned two groups.

Group 4 contains "Piggyback" Methods for APM. To mitigate the drawbacks arising with
active monitoring, the piggyback method aims to enrich the packets generated by the

actual application with metrics in the frame's payload and IE field.
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The fifth group of network monitoring techniques is called Alternate Marking
Performance Measurement (AM-PM). The idea is that every packet of the monitored
flow in the downstream, i.e., from the manager to the mote, carries one or two marking
bits used for signaling and coordinating measurement events across the measurement
points. In upstream communication, these marking bits are used for monitoring. In
contrast to active monitoring or piggybacking, AM-PM brings no extra overhead on the
monitored packets because AM-PM makes use of already existing bits in the |IEEE

802.15.4 header.

In the last group we present INT, which forms an alternative to the traditional monitoring
techniques. INT is proposed as a framework allowing the collection and reporting of
network state, by collecting metrics per-hop and per-frame as packets traverse the
network. Recently, the INT approach was also adapted to be compatible with the
O6TISCH stack.

Two early active APM frameworks are "Sympathy" [97] and "Memento" [98], which both

provide failure detection and symptom alert service.

In 2010, a poller-pollee concept for monitoring a distributed wireless system, not yet
relying on the RPL, was introduced [99l. Later, Liu et al. [100] present a self-diagnosis
concept for large-scale WSNs. The authors even refined this concept by designing fault
detectors based on Finite State Machines (FSMs) [101]. For industrial environments, an
active monitoring framework is presented by Raposo et al. [102]. The authors provide a
survey on lloT standards such as WirelessHART and ISA 100.11a and propose a

monitoring structure evaluated on a WirelessHART testbed.

In 2017, the IETF has standardized the RESTCONF protocol [103] which uses structured
data (XML [104]) or JSON [105] and YANG [106] to provide a REST-like API enabling the
programmatic access to different network devices. However, the RESTCONF APIs use
HTTP methods. Therefore, a similar approach for a management interface for COAP
instead of HTTP, was designed. The first initiative was called COMI [107] and later
referred to as CORECONF [108] Recently a study on RESTCONF, CORECONF and their
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performance in constrained lloT environments has been published [109]. Although
CORECONF is frequently proposed as an option for active monitoring [110], it has not yet
been considered in recent work because at the time of writing, CORECONF does not

have a production-ready implementation [111].

Previously, we have already presented many metrics contained in the health reports of
SmartMesh IP [5]. These health reports are sent in fixed intervals and thus can also be
categorized as an active monitoring framework. A NetworkHealthAnalyzer.py [89]
Python script is also part of this active monitoring framework for SmartMesh IP. The
script is part of the SmartMesh SDK, a set of Python applications interacting with the
serial APl of the SmartMesh IP devices. The NetworkHealthAnalyzer.py script is
motivated by practical concepts on monitoring the health condition of a SmartMesh IP
network, refer to Chapter 6 of [36]. The goal is to aggregate and combine different

metrics of the health reports and interpret them to track the status of the network.

In the book "Embedded Software Design" [55], Beningo names two other tools for active
monitoring of WSNs: the “Percepio Tracealyzer" [112] and the reliability platform
Memfault [57]. The Percepio Tracealyzer is a tool for runtime monitoring optimized for
FreeRTOS-based applications. Besides the streaming mode which requires a wired
connectionjust like with a HW debugger, there is the snapshot mode, where the desired
metrics are stored in a buffer, that needs to be transferred to the computer running the
Tracealyzer SW [113]l. Memfault is a company offering an loT reliability platform
supporting the design of more robust devices via performance monitoring, debugging
and OTA updates. The framework offered by Memfault comprises the whole chain
starting from data collection inside the OS running on the device, up to a cloud including
a front-end for visualization and analysis of the collected metrics. The concept of
Memfault is to pack metrics in so-called heartbeats and send them periodically via the
communication interface of your device to an edge device where the heartbeat

“chunks" are pushed to the Memfault cloud.

The concept of passive WSN monitoring was introduced by Ringwald et al. [114] in form

of a tool called Sensor Network Inspection Framework (SNIF). In contrast to active
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approaches, SNIF does not require additional bandwidth for the monitoring traffic. The
idea of SNIF is to install a Deployment Support Network (DSN) alongside the actual
WSN. The algorithms used by the SNIF tool for packet sniffing, packet decoding and
the "Path Analyzer" are later formalized by the same authors [115]. PDA [116] and
“"Pimoto" [117] are examples for other passive monitoring mechanism based on packet
sniffing. Both rely on Bluetooth nodes for sending the sniffed data in the DSN. For more
passive and active monitoring techniques, the interested reader is referred to the survey

paper on "Diagnostic Tools for Wireless Sensor Networks" [118l.

Another survey on active and passive APM methods is given by Mendoza et al. [119].
However, the authors also present hybrid monitoring solutions which try to combine
both, active and passive approaches, to realize greater observability of the monitored
system. Additionally, they come up with the HMP, a new hybrid approach harvesting the
information both actively, i.e., directly from the sensor nodes, and passively, i.e., by
means of messages captured from the wireless system, causing a very low intrusion in
the network. In 2013, Keller et al. [120] introduced the first hybrid health monitoring
system. It utilizes passively reconstructed packet information while only adding one bit
of extra information to improve the failure detection accuracy. Although the solution
offered by the company Sternum |oT [58] has parallels to the active monitoring platform
Memfault, we put it in the group of hybrid approaches. Sternum loT comes with an
observability SDK promising continuous monitoring and an end-to-end platform for
device manufacturers, offering built-in security, granular remote visibility, and valuable

business insights.

The company has a strong focus on security and enhances Zephyr's in-built security
features. Due to their offered on-board device exploitation prevention to detect

dangers, threats and attacks, the classification as hybrid approach seems valid.

Alternate Marking is a monitoring method which goes back to the idea of “traffic

coloring" which first has come up in 2011 as an approach by Telecom Italia for measuring

HORIZON-CL4-2022-DATA-01-03, OpenSwarm Project 101093046 36/146



" OpenSwarm
|

packet loss [121]l. In the following years, efforts in standardizing have resulted in AM-
PM, a method for packet loss, delay, and jitter measurements on live traffic [122]. Thus,
AM-PM has become an efficient measurement method for monitoring network flows,
l.e., loss and delay measurements, with low overhead, namely at the cost of one or two
bits per data packet. Experimental results for the evaluation of the impact of AM-PM on
large deployments with wired cellular networks, have been published, too [123], [124].
Karaagac et al. [125] are the first and only ones, who integrate the AM-PM method in
low-power wireless systems. They provide an AM-PM extension to the 6TiISCH stack,
which comprises an adapted IEEE 802.15.4 frame format with certain bits reserved for
AM-PM and a network monitoring application used to collect and analyze AM-PM
telemetry data at each hop. Although AM-PM is the monitoring method with the least
impact on the system performance, it is not compatible with transferring verbose
information, such as a large set of metrics. Liu et al. [126] earlier proposed an APM
technique called PAD. They declared PAD as a passive monitoring approach used for
inferring the root causes of abnormal phenomena in a WSN. However, PAD employs a
packet marking and packet parsing algorithm, respectively. The inferred model is
capable of reasoning root causes based on passively observed symptoms, which has
also been evaluated in a sea monitoring testbed. Just like AM-PM, PAD does not incur
additional traffic overhead for collecting desired information in contrast to the active
approaches. Due to the similarities of PAD to AM-PM, we decided to put the APM

frameworks into the same group.

Based on the results of Dunkels et al. [127], the motivation for piggybacking has arised.
The authors showed that piggybacking multiple beacons in a single transmission
significantly reduces energy costs compared to the generation of new packets. Soon,
Dressler et al. [128] have adopted the piggybacking concept for energy-efficient
monitoring of WSNs. At that time, the concept of piggybacking has also been
introduced for 6LOWPAN and the RPL [129]. Hereby, it is counted on the underlying APM
concept based on a poller-pollee approach like the one in the group of active
monitoring approaches [99l. Fanucchi et al. [130] set up on this work and present

piggybacking for IEEE 802.15.4e networks by defining a method exploiting the |IE. The IE
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is part of an IEEE 802.15.4 frame and defined by the standard [10]. Finally, Gaillard et al.
[131] extend the idea of piggybacking the IE also to 6TiSCH networks.

The idea of INT has been born in 2015 during the efforts for practical applications of the
P4 language [132]. As a result, an approach to gather so-called telemetry metadata for
packets traversing network segments has been presented [133]. Soon, the P4 Language
Consortium has adopted the concept [134] and paved the way for recent research
related to INT. Gulenko et al. [135]for instance demonstrate the use of INT in a virtual
switch. The core idea is to attach monitoring information directly to application traffic
flowing through the different network devices. The host or device that generates the
traffic of interest initiates the data collection by attaching INT commands to the
outgoing traffic. In general, INT differs from piggybacking in the fact that monitoring
data can be appended at each intermediate hop that the message traverses from
source to the sink. Gaillard et al. [131] present in their paper on piggybacking the concept
of “shared" and “exclusive" containers. Shared containers in this context defines the
same as INT just under a different name, because the term INT has been restricted to
wired applications in the beginning. But recently there has also been considerable
efforts in the wireless field, too [136] In 2020, Karaagac et al. [110] have adopted the INT
concept to 6TISCH networks. They prove that the INT technique enables ultra-efficient
network monitoring operations without any effect on the network behavior and
performance. Very recently, an analytical traffic model of 6TiISCH using INT has been
derived [137]. The presented model can calculate the network traffic overhead in a

6TiISCH network, using INT to predict the number of transmitted and received bytes.

Comparison of Metrics used in APM Frameworks

The literature reviewed on APM frameworks in the previous section emphasizes
methodology over the specific metrics utilized. However, the types of metrics discussed
in these literature sources illustrate the distinct characteristics of each framework class.
Consequently, we have checked the literature on these frameworks for the surveyed
metrics presented in Section “Performance Metrics in low-power wireless systems”. The

result is shown in Figure 5.
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We can draw multiple conclusions from this comparison. Firstly, no framework captures
the entire set of metrics proposed in Section “Performance Metrics in low-power
wireless systems”. We also observe that the group of node-centric networking metrics
is mentioned the most in the context of the reviewed frameworks. The reason for this is
that most of the frameworks focus on the networking aspects and do not define
the "health status" of the low-power wireless network by monitoring all groups of
metrics in their entirety. Additionally, we observe that passive monitoring approaches
exclusively deliver information on networking statistics, since the sniffed messages do
not reveal any insights on the device HW and SW metrics, respectively. Among the
passive monitoring frameworks, only the PDA strategy [116] allows to draw conclusions
on the mote resynchronization time intervals, as well as on the device uptime.
Furthermore, Figure 5 shows that the group of active monitoring approaches aims to
deliver a more verbose set of metrics, whereas AM-PM is driven by keeping the impact
on the network as low as possible. Finally, we also want to remark that the group of
application-related SW metrics and RTOS runtime statistics is quite rarely taken into
consideration by the surveyed literature on APM frameworks. The explanation for this
fact is that developers of APM solutions may see the constant monitoring of these
metrics as superfluous and rather put their focus on a small set of performance metrics,
which results in a smaller overhead in terms of traffic, resources and energy
consumption. However, in Section “Device Application Metrics" and Section “RTOS
Metrics" we have already provided compelling reasons why monitoring these groups of
metrics makes sense, thereby contradicting the aforementioned assertion of

being "superfluous".
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Figure 5: Comparison of literature on APM frameworks and corresponding metrics.
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Collecting Metrics

In this section, we focus on concepts dealing with the collection of metrics on the
device. Traces and logs give an in-depth timeline view of what happened on a single
device and allow to spot issues if you know what you are looking for. The amount of
data collected by tracing and logging tools is immense and most of the data does not
get used or processed. Additionally, the data in its raw form, which is usually a string, is
hard to compress or aggregate [35]. Therefore, we focus on the collection of metrics
instead of traces or logs in this work. The values of the metrics are usually stored in the
APM engine, a SW block which runs in the OS on the device. Conceptually, there are
two approaches for collecting the values for the APM engine: on-demand and
continuously. On-demand means that the value of each metric is gathered at that
moment when itis needed, e.g., when the timer indicating the end of a heartbeat interval
expires, if we stick to the concept of Memfault. Collecting data continuously describes
a concept where we call a function to update the metric in the APM engine each time a
code block which modifies the metric has been passed. The answer to the question on
which approach for collecting to choose is as too often: It depends. If a certain metric
tends to change at an extremely high frequency, it is advantageous to query the value

at the end of each heartbeat interval, i.e.,, gather the metric value on demand.

Exporting Metrics

By "exporting", we mean the process of serializing and sending the metrics at the end
of the heartbeat interval. Serialization defines the process of converting an object into a
byte-stream for saving it in a file or database or for sending it via a communication

module. Common text formats for serialization are XML [104] JSON [105] and YAML [138lI.

XML is probably the most wide-spread format and offers much more than the capability
to serialize objects, since it is a mark-up language and thus also comes with a significant

overhead.

JSON and YAML are very easy to read compared to XML, whereas YAML is even more
minimalistic than JSON, since YAML does not require the use of brackets, rather line

indentation.
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In general, JSON is preferred for data exchange, whereas YAML is more popular in
configuration files. To transmit the payload as part of an UDP packet in an IEEE 802.15.4
frame, the data must not be in text format, but binary. By default, the aforementioned
serialization formats can be converted into a binary representation by using e.g., UTF-8
encoding. However, we focus on ultra-low-power wireless systems where every bit
counts in terms of energy consumption. Thus, in the following we highlight some binary
serialization formats which are more efficient than a binary representation of a text

serialization format such as JSON.

MessagePack [139] is an efficient binary serialization format which offers encoders for
JSON in many different programming languages. Since small integers are encoded into
a single byte and typical short strings require only one extra byte in addition to the

strings themselves, MessagePack promises to be faster and smaller than JSON.

Another binary serialization format is BSON, which has been developed for the storage
of JSON objects in the MongoDB database [140]l. BSON can be compared to binary
interchange formats, like PROTOBUFs [141]. BSON is more “schema-less” than
PROTOBUF. This may be beneficial in terms of flexibility but when it comes to space
efficiency, PROTOBUF outperforms BSON, because BSON has an overhead for key
names within the serialized data. With PROTOBUF, key names are encoded with an
integer “field number" and like in MessagePack integers are encoded using a variable
length scheme so that small integer numbers can be represented in very few bytes

[142].

Another fallback solution with a very low resulting payload size is the use of packed C
structures. However, there are strong arguments why packed C structures should not
be considered for serialization [142]. The main reason is that value encoding is not
standardized and is architecture dependent which quickly results in endianness issues

and manual encoding/decoding algorithms.

To this end we present Concise Binary Object Representation (CBOR) [143] which is a
binary data serialization format based on JSON. CBOR was built to be able to represent
all JSON data types and the most common data formats in Internet standards without

any ambiguity, while maintaining a compact encoder/decoder structure. Furthermore,
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data must be able to be decoded without a schema description and the serialization
must be reasonably compact. CBOR is designed to be implemented on constrained

nodes and that its format is extensible.

In Figure 6 we show the results of a simulation of an active monitoring system, which is
based on heartbeats with an example payload containing a small set of metrics [142].
The source code for reproducing the results is publicly available on GitHub [144]. In the
simulation, we compute the overall transmitted payload size of the heartbeat packets
over time. We compare the resulting accumulated payload bytes for different heartbeat

interval lengths and different serialization formats, respectively.
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Figure 6: Comparison of serialization formats.

Figure 6 shows that choosing a more compact serialization format allows much more
verbose heartbeat information. In general, the advantage in terms of a smaller payload
when using PROTOBUF, packed C structure or CBOR is huge compared to JSON and
MessagePack. When comparing the performance of JSON and MessagePack for a
heartbeat interval length of 60 min to the compact representations like CBOR with an
interval length of 30 min, i.e,, double heartbeat frequency, the resulting payload size for
CBOR is still smaller. It is true that sending a larger data payload increases power

consumption, but it is more efficient to send fewer large payloads than itis to send more
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small payloads. Since there is a fixed overhead for all packets in IEEE 802.15.4, sending

a big payload does not cost much more than sending a small payload [145].

Nevertheless, the simulation shows that implementing CBOR as serialization format in
such constrained systems is crucial, since it allows much verbose monitoring due to the

possibility of including a larger set of metric into the heartbeat.

Processing Metrics

In this section, we highlight some state-of-the-art concepts in terms of further
processing of the metrics on the network edge. We locate the network manager at the
network edge, ie, the LLN-BR in 6TiSCH networks [23]. The manager needs to
implement the application protocol of the network, eg., MQTT or HTTP when the
system relies on the TCP or COAP when relying on UDP as used in 6 TiISCH. Node-Red
[146] is a flow-based tool which is commonly used to extract the payload of the
incoming notifications at the manager, apply functions to it and forward it to higher-level
protocols [147]. The next steps are usually to grab the received data, store it in a
database and visualize it on a dashboard. A widespread solution covering all the
mentioned steps is the so-called Telegraf, Influx and Grafana (TIG) stack. Telegraf [148]
is a server-based agent for collecting and sending all metrics from a large variety of
systems and protocols into InfluxDB [149]. Thus, Telegraf offers the possibility to specify
parsers in its configuration file in order to convert the metrics to InfluxDB Line Protocol.
InfluxDB is an open-source time series database used for storage and retrieval of time
series data. The tool is optimized for storing application metrics, 10T sensor data, and

real-time analytics.

For visualization of time series, Grafana [150] is a charming solution as it allows fast and
flexible creation of different kinds of graphs and promises easy interoperability with
InfluxDB. It is worth mentioning that all parts of the TIG stack can be run as Docker
containers and thus, the TIG solution can simply be deployed in different OSs. To
conclude this section, we present some different approaches for metrics processing
presented in literature. Capodiferro et al. [151] address the problem of data visualization
in loT and also come up with the TIG stack as the most flexible solution for metrics

processing. A different monitoring solution based on MQTT and “Zabbix" [152] for
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6TISCH networks running Contiki-NG as OS has been presented by Gajica et al. [153]. In
contrast to the traditional 6 TiISCH architecture relying on UDP at the transport layer and
COAP at the application layer, the authors chose TCP and MQTT, respectively. An MQTT
broker is installed at the network edge. The 6TiSCH nodes publish their messages to
this broker and the Zabbix network monitoring software subscribes to it, stores the
readings in a database and offers the possibility for visualization. Lastly, we also want to
present a metrics processing solution for SmartMesh IP. For user-friendly operation of
SmartMesh IP networks, the developers provide a set of tools in the SmartMesh SDK,
such as the JsonServer.py application [154]. The JsonServer connects to one or more
embedded SmartMesh IP Managers and acts as a command-Lline tool that turns the
SmartMesh IP Manager serial API into a JSON-based HTTP API. Subsequently, Node-
Red, MQTT and the TIG stack can be used for further processing.
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3. Tutorial: Monitoring a Zephyr
Application that uses SmartMesh
IP

In this tutorial section, we present a practical hands-on tutorial demonstrating a simple
monitoring solution of an TSCH based IEEE 802.15.4 network relying on SmartMesh IP.
The source code used in this section is publicly available on GitHub [155]. As part of this
tutorial, we build up a low-power wireless network. It consists of a SmartMesh IP
network manager and an arbitrary number of motes. We use the Zephyr RTOS for
implementing the application running on the mote. The actual application is just a RTC

incrementing a counter variable.

Besides that, we install an active monitoring approach, where the motes send a set of
performance metrics in certain heartbeat intervals. For this, we use the framework
provided by Memfault [156]. Thus, we do not use the fixed set of metrics implemented
in SmartMesh IP, the so-called Health Reports, refer to Section 5.4 of [36], but create an
own customized group of metrics. The SmartMesh IP protocol stack runs on the
LTC5800 chip.

We show in this tutorial how SmartMesh IP can be used in combination with another
monitoring framework, such as Memfault, by using the SmartMesh IP C-Library. This
library is publicly available on GitHub [157] and provides an interface, which establishes
a UART connection to the LTC5800 chip. In the remainder, we refer to the SmartMesh
IP LTC5800 chip as the networking chip. The other HW platform's chip is called
application chip in the following. The application chip runs the Zephyr RTOS [4] in this
tutorial. In Zephyr, we do not need to care about the networking stack but implement
exclusively the actual application and the monitoring framework Memfault. The

Memfault SDK collects the metrics and periodically puts them into packets. The
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application chip sends these packets via UART to the networking chip by handing them
to the transmit function of the SmartMesh IP C-Library. The networking chip sends the
monitoring data to the SmartMesh IP manager, which is connected via USB to an Edge
Device. On the Edge Device, we run a Python script which turns the SmartMesh 1P
Manager serial APl into a JSON-based HTTP API. Another Python script on the Edge
Device posts these HTTP messages to the Memfault cloud, where the metrics are finally
stored in a database and ready for visualization and analysis. A block diagram for all the

previously described steps of this tutorial is shown in Figure 7.
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nRF

Zephyr RTOS

N )
f Networking Chip Y
SmartMesh IP Mote (LTC5800)
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UART, Smart Mesh IP
Protocol Stack
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Figure 7: Way of the performance metrics from a Zephyr application to the

Memfault cloud using SmartMesh IP.

Hardware Setup

As described in the beginning of this section, we use a HW setup which comprises a
SmartMesh IP manager connected to a computer with Internet connection, and a
number of motes forming a wireless network based on a mesh topology. The motes
consist of a networking chip (LTC5800) and an application chip. Although the choice of
the application chip is up to the user, we show two different setups based on Nordic's
NRF chips. While the used nRFs have a basic radio functionality, we do not use it in this

tutorial and count on the networking capabilities of the LTC5800. Using the Nordic
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Connect SDK (NCS) [158] offers easy programmability of the application chip via the
‘nrfjprog” CLI and natively supports the use of Zephyr. The two setups shown in Figure

8 are almost technically identical, but they vary in terms of programming/debugging

process, battery voltage supply and size.

Figure 8: (a) left: NnRF52840DK + SmartMesh IP mote - (b) right: AIOT Play.

On the left-hand side in Figure 8, a picture of an nRF52840-DK [51] and a SmartMesh IP
mote (DC9003A-B) is shown. They are connected via jumper wires to establish the
UART connection and provide a power supply for the LTC5800, if desired. In general,
both boards run on coin cell batteries. Figure 9 shows a list of pins on both boards to
which the jumper wires need to be connected.

Application Chip (nRF52840DK) | Networking Chip (LTC5800)
GND GND
VCC VSUPPLY
UART1 Tx Pin RX
UART1 Rx Pin TX
GND TX CTSn
VCC RX RTSn

Figure 9: Wiring between the Application Chip and Networking Chip for Setup (a).

The advantage of this solution is that the nRF52840-DK comes with an on-board

SEGGER J-Link debug chip, which allows to program it simply via USB. The SmartMesh

HORIZON-CL4-2022-DATA-01-03, OpenSwarm Project 101093046 48/146



" OpenSwarm
|

IP mote needs to be set into “tail” mode. Switching between head and tail mode is
possible by connecting the SmartMesh IP mote to the Eterna Interface Card (DCQ006A).
This operation only needs to be done once. Obviously, this hardware setup is large,

fragile and cumbersome.

The Inria-AlO team has therefore designed the "AIOT Play" board [159], shown in right in
Figure 8. The two core elements are still the LTC5800 as networking chip and an nRF
as application chip. The major difference to the first setup is that both chips and their
connections are already soldered on a common PCB. In contrast to the nRF52840DK
from the first setup, the AIOT comes with a BC833M module containing an nRF52833,
which is also based on a 64 MHz ARM Cortex-M4 micro-controller. Another difference
between the setups is the fact that the AIOT relies on 2x AA batteries as its voltage
supply. Additionally, an nRF JTAG connector is part of the board and allows to program
the BC833M module via an external J-Link debugger or even via another nRF DK with
an on-board debug chip. The AIOT Play is designed to easily set up and deploy custom
applications by making use of the prototyping area, which contains a breadboard,
allowing you to build circuits without needing to solder. On top of that, the AIOT Play is
also well suited for teaching purposes [160], motivated by concepts for academic
courses on 6TiISCH [161]. The source code used on the AIOT Play is published on GitHub
[162].

SmartMesh IP C-Library

As mentioned in the beginning of this section, the SmartMesh IP C-Library is an essential
part of the SW running on the application chip. It handles the communication via
between the application chip and the networking module via UART. The C-Library is
open-source and available on GitHub [157]. It can simply be included in the project by
dropping the directory sm_clib into your application and add it to the build

configuration, i.e., to CMakeLists.txt in case of Zephyr, which relies on CMake.

Depending on the HW platform of the application chip, a port of the library needs to be
done. At most, three files, namely, dn_uart.h, dn_lock.h and dn_endianness.h, need
to be modified. The functions in dn_uart.h allow the SmartMesh IP C Library to send

bytes over the serial port and receive bytes from the serial port. A flush' function is
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provided in case the UART driver of the platform is buffer-oriented rather than byte-
oriented, e.g., if the serial port is driven through a DMA module. The SmartMesh C Library
doesn't handle flow control. However, the networking chip does not need incoming flow
control (TX CTSn, RX RTSn) when the application chip is sending. If the application chip
cannot wake up on data, monitoring the UART flow control pins is required. In case of
the used nRF in the presented HW setup this is not the case, and we can connect the
flow control lines to GND and VCC, respectively. The dn_lock h file contains functions

allowing the library to operate in a multi-threaded environment by defining MUTEXSs.

Lastly, dn_endianness.h provides functions for byte swapping operations. Although the
LTC5800 on the networking chip is a little-endian processor, all communication in the
network is carried out in big-endian order according to the TCP/UDP convention. If the
used application chip is based on a little-endian processor, the byte-swap functions

found in dn_endianness.c need to be used [1571.

In this tutorial, we use the Zephyr RTOS which builds up on the device tree concept
which makes the port to different HW platforms very easy, because it manages the
configuration of the HAL and driver functions. In the device tree overlay file, we just

need to activate the UART module which we aim to use.

When using the AIOT, P0.0g for Tx and P0.10 for Rx of the application chip are connected
to the network chip. Therefore, these pins need to be assigned to a UART device object
in Zephyr's device tree and afterwards just set to active. Thus, in dn_uart.c we only
need to fill the dn_uart_init() and dn_uart_txByte() with the corresponding UART
functions provided by Zephyr. Furthermore, an ISR for the reception of bytes via the
UART interface needs to be defined.

To make the mote join the network spanned up by the SmartMesh IP manager, we just
need to kick off the FSM of the library. Therefore, we may take over the concept of AIOT
sample applications [162] where a file called ntw.c was created to handle the interaction
with the FSM. In Zephyr's main() function we just need to call ntw_init() from ntw.c

to initialize a timer and schedule the first event in the FSM.
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At first, the UART interface is initialized and a check if the SmartMesh IP mote has
booted is performed. The dn_ipmt_init() function then issues a
getParameter<moteStatus> command. If the network chip isidle, i.e., the mote has just
booted, the FSM keeps on asking for the status until the mote is in operational mode.
Then the command getServicelnfo is sent. The library sets a 500ms serial response
timeout for the mote to respond, which is rather conservative, as commands are
expected to be answered within 125ms. Either a reply arrives, canceling the timer and
scheduling the next event, or it times out and the FSM returns to the starting state. At
the lower levels, each API call results in a command buffer being constructed and
passed to the function dn_serial mt_sendRequest(), which in turn calls a series of
HDLC functions, which ultimately call the UART send function in dn_uart. c. After that,
the dn_ipmt_join() function transmits a join command to the network chip. As soon as
a reply arrives, the FSM moves to the next state, otherwise it times out and the FSM
restarts. Note that it can take 10-20 seconds between the join command and the mote
becoming operational depending on the conditions. So, polling the state every second
instead of instant reset may be an option, too. Although this seems less efficient, it does
not have a large impact on the energy consumption, since joining is an infrequent
activity in general. When the SmartMesh IP mote has reached the operational state,
packets can be sent via the dn_ipmt functions, which offer the possibility to open and
bind a communication socket and ultimately also send packets via this socket. To obtain
networking metrics such as the ones in Figure 3, dn_ipmt.c also offers a series of API

calls.

The entire joining process is handled under the hood once the FSM got started, so that
simply calling the functions from ntw. c inside the main application is sufficient to initiate

the joining process.
Integration of the Memfault Monitoring Framework

In this section, we highlight the necessary steps to integrate Memfault as monitoring

framework into our described setup.
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Including Memfault into Zephyr Project

Memfault can be included in Zephyr by editing the west.yml file. "west" acts as a
configuration and build system for Zephyr and thus also manages the integration of
different Git repositories into the project. Therefore, the GitHub-URL of the Memfault
FW SDK [156] just has to be provided in west.yml.

When creating a new project in the Memfault cloud, the generated project key needs
to be pasted in the prjconf file behind the corresponding identifier
CONFIG_MEMFAULT_NCS_PROJECT_KEY when using the NCS.

Custom Settings for Metrics Collection

In the next step, we need to configure the process of metrics collection. The NCS offers
a small set of metrics out of the box which are collected in a default heartbeat interval
length of 1 hour. Obviously, we want to add custom metrics and adjust the interval

length. Therefore, a config directory in the root folder can be created.

It may contain a memfault_platform_config.h file for setting a heartbeat interval
length by using the define MEMFAULT_METRICS_HEARTBEAT_INTERVAL_SECS.
Additionally, in a memfault_metrics_heartbeat_config.def file, we can define custom
metrics via the command MEMFAULT _METRICS KEY_DEFINE(), which takes the metric
name and its corresponding type as arguments. After that, we can place the
corresponding Memfault heartbeat functions for metric collection, i.e., for counters,
timers or gauges, at the appropriate places of the application source code. The metrics
intended to be collected at end of the heartbeat interval must be sampled in the
memfault _metrics_heartbeat _collect _data function, which is invoked when the

heartbeat interval timer expires.

Data Packetizer

The data packetizer is the Memfault module that handles the transformation of the
collected metrics into a Memfault chunk, which is then handed to the send function. A
function template showing the usage of the data packetizer is available in the Memfault
documentation [163]. The function is called send_memfault_data_multi_part. In the
beginning the function checks if there is data available. This is the case when metrics
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are ready to be sent due to the elapsed timer of the heartbeat interval. Thus, the function
can be theoretically called at any time since new data is just available when a heartbeat
interval is over. Therefore, it is recommended to call the function immediately after the
end of an interval. If metrics are available, a data buffer is created. The buffer should
have a size which fits into the payload element of the network frame. IEEE 802.15.4
frames have a length of 127 B. However, due to the header and multiple control fields,
the size is significantly smaller and depends on the used protocol architecture [24]. In

our setup based on SmartMesh IP, a payload of up to 9o B is supported [34].

The buffer is handed to the packetizer, which grabs the available metrics and enriches
them with some additional meta data and heartbeat information. Additionally, a header
is appended before the payload and a CRC of the payload is computed and appended.
The rest of the provided buffer is filled with a certain pattern. The complete structure of

a Memfault chunk is shown in Figure 10.
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Figure 10: Structure of a minimalistic Memfault chunk.
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In this tutorial we try to keep the Memfault chunk as minimalistic as possible to find out
the smallest size a single chunk can have. It turns out that there are several metrics that
Memfault and the NCS report by default. For testing purposes, we disable them by
setting CONFIG_MEMFAULT_METRICS_DEFAULT_SET_ENABLE = n and
CONFIG_MEMFAULT_NCS_STACK _METRICS = nin Zephyr's proj.conf file.

Furthermore, we define a test metric, which is a simple gauge metric incremented by a
periodic timer. We end up with a metrics section consisting of just 7 B. The "Metric
Values" fields in our example just consist of 1 timer metric (4 B), 2 counter metrics (1 B
each) and 1 gauge metric (1 B), i.e., in total 4 metrics (7 B). In total, the Memfault chunk in

Figure 10 has a payload size of 43 B, from which 39 B are the actual payload.

Besides the metrics, Metadata and Heartbeat Information fills the payload block. These
values have a fixed size in general, but we can specify the Device Version Info fields,
where we chose "aiot" as CONFIG_MEMFAULT _NCS_FW_TYPE.

Since this information is transmitted with every chunk, choosing short device version
information is desirable in scenarios, where every byte counts. In the following step, the
packetizer serializes the Memfault chunk using CBOR and finally writes the chunk into
the buffer. After that, the buffer and the length of the chunk are passed into send
function, i.e,, ntw_transmit from ntw.c calling the send function of the SmartMesh IP
library. In the library's dn_serial_mt_sendRequest function, the buffer is copied into the
UART buffer up to the chunk length, so that the random pattern is not transmitted. Then
the packet arrives via UART at the networking chip, where it is ultimately sent out via

the chip's radio into the network.

Network Edge

At the network edge, i.e., the BRin 6TiSCH networks, the network manager is connected
to an edge device with an internet connection. In our setup the network edge consists
of the SmartMesh IP manager which is connected via USB to a computer. From this
point on, several options are possible to ensure a reliable transfer of the Memfault
chunks into the Memfault cloud. In this tutorial we decide to run the JsonServer.py

application from the SmartMesh SDK [154] as explained in Section “Processing Metrics”.
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JsonServer.py connects to the SmartMesh IP Manager serial APl and converts the
incoming notifications into JSON-based HTTP messages. As part of this tutorial, we also
provide a second Python script, smip_to_memfault_exporter.py [155] This script takes

the HTTP messages and pushes the payload via the Memfault CLI [164] to the cloud.

The Memfault CLI is a tool, which acts as a client to Memfault's HTTP API and can be
installed as Python package via pip3 install memfault-cli. The CLI contains a post-chunk
command, which takes the Memfault chunk in hexadecimal format and the project key

as arguments.

Memfault Cloud

The Memfault chunks finally arrive in the Memfault cloud, where they need to be
decoded. Therefore, one always needs to upload the compiled FW file, e.g., zephyr.elf,
which currently runs on the application chip. Based on the FW file, Memfault parses the
names of the metrics and combines them with the meta data and values of the received
Memfault chunk to write the metrics into a database and visualize them properly. In
general, the Memfault cloud also stores older FW images and thus is able to
automatically assign older chunks to their corresponding FW file based on a matching

build_id, which is part of the chunk's metadata.
Performance Analysis

We conclude this tutorial section with a performance analysis of the proposed
monitoring solution in terms of power consumption, security and efficiency.
Furthermore, we propose improvement concepts, which may serve as ground for

research in future work.

Power Consumption

For estimating the current consumption of the motes in the network, we rely on the
SmartMesh IP Power and Performance Estimator [165]. The toolis publicly available and
estimates the power consumption of a SmartMesh IP network based on different
parameters, such as payload size, reporting interval, number of motes, hop-depths,
temperature, etc. On top of that, it allows to draw conclusions on the battery lifetime
based on the calculated average current draw, refer to Section 24 of [36]. In order to use
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the estimator for our HW setup we need to make some assumptions on the network.
First of all, we assume that the power consumption of the application chip is
comparatively small in contrast to the radio activity at the networking chip. Furthermore,
a constant neighbor link PDR/path stability of 80 % is presumed. The resulting
simulation to estimate the average current draw of each mote is done based on a
network consisting of 20 motes in total and a maximum hop-depth of 4. We assume
that the motes are split up equally along the hops, i.e, 5 motes on each hop-depth.
Further simulation parameters are a temperature of 25° C and a constant payload size
of 80 B.

In the simulation, the average current draw is calculated based on varying heartbeat
intervals. It is not the aim to show the overhead of the monitoring solution on the actual
system performance, but to demonstrate the impact on power consumption of
increasing reporting interval lengths. Thus, we simply assume that the transmission rate
of the actual application increases proportionally with the heartbeat rate and that the
application payload is already part of the simulated payload. The results of the Power

and Performance Estimator based on the described setup are shown in Figure 11.

—— 1-Hop Motes

2-Hop Motes
=== 3-Hop Motes
—— 4-Hop Motes

1 [uA]

Figure 11: Estimated Average Current Draw of the Networking Chip for increasing

heartbeat interval lengths.
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We observe that the motes consume less when having a larger hop-depth. Obviously,
these hops have less children than for instance the 1-hop motes, which need to forward
the traffic from the deeper motes in the mesh. Furthermore, the simulation shows a high
slope in current draw for the 1-hop, 2-hop and 3-hop motes when shortening the
heartbeat interval lengths. In contrast to that, a saturation is visible for almost all hop-
depths when the interval is greater than 10s. There is a minimum report rate below
which the impact on power consumption is negligible. The reason is that in a SmartMesh
IP network, there is some quantity of radio traffic needed to maintain time
synchronization across the network [36]. Although, many assumptions have been made,
the simulation clearly shows the costs in power consumption related to an increasing

heartbeat interval duration.

Security Considerations

According to the survey [166] mentioned in Section “Performance Metrics in Low-Power
Wireless Systems”, security in lloT WSNs is the most important feature behind reliability.
Thus, we want to evaluate the monitoring solution proposed in this tutorial in terms of
security. Memfault provides a framework for collecting and packetizing performance
metrics on the device, as well as a cloud platform with a HTTP API. It is the responsibility
of the user that the packets make their way from the device to the Memfault cloud
reliably and securely. Security already starts at the mote, i.e,, the application chip and
the networking chip. Therefore, concepts like the Arm TrustZone [81]and secure boot
mechanisms are in the focus of current research [167]. However, the broad range of
topics related to security on loT devices is out of scope of this work and we look towards
security in the mesh network. Anyone can theoretically eavesdrop wireless packets
transmitted through the air. Indeed, there are so-called packet sniffers that can listen to
all 16 channels in the IEEE 802.15.4 spectrum of the 2.4 GHz ISM band at the same time.
Thus, TSCH alone is not sufficient to protect data from outside listeners [36]. The goal
of security protocols is that attackers, who manage to grab the raw bits of every single
packet still cannot decrypt the information. Consequently, in this tutorial the security
features implemented in SmartMesh IP [36] are used and thus, the network is secured

in terms of;
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e Message Integrity: two 32-bit MICs are used at the link layer and network layer,
respectively. The goalis to guarantee that the packet is not altered at any hop on

its path and to decrypt and authenticate the packet at the destination.

e Access Control: A mote can only join the network by presenting a correct 128-bit

Jjoin key.

e Confidentiality: The message payload is encrypted with a CCM stream cipher
based on 128-bit AES.

e Replay Protection and DoS resistance: A monotonically increasing 32-bit nonce
counter is used in the encryption process to avoid the sending of duplicates, for

instance by a third party.

In general, 6TiISCH networks rely on the OSCORE protocol [168] for providing end-to-

end security between two COAP endpoints.

The IETF LAKE WG recently proposes the Ephemeral Diffie-Hellman Over COSE
(EDHOC) protocol as a standard which provides a compact handshake implementation
and supplies the session keys to OSCORE [169]. Due to EDHOC's efficiency regarding
message footprints, it becomes a charming alternative to the established Datagram
Transport Layer Security (DTLS) solution for protecting UDP messages [170]. Coming
back to our tutorial and looking at the edge device, we observe that the heartbeat
messages are vulnerable for man-in-the-middle attacks, as they need to find their way
from the SmartMesh IP manager API to the Memfault cloud. Since, the messages may
be manipulated or bugged at this point, a security concept is part of future work. CBOR
Object Signing and Encryption (COSE) [171] is an IETF standard for CBOR encryption,
which is also used in EDHOC. Therefore, COSE may be an obvious solution to secure
the Memfault chunks, which are already serialized with CBOR. In this case, the chunks
would be decrypted immediately before calling the Memfault CLI, which sends the
chunks to the cloud. On the way to the Memfault cloud, the data is again secured by
HTTPS.
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Efficiency Considerations

Lastly, we analyze the performance of the monitoring solution presented in this tutorial
regarding efficiency. When analyzing the structure of the Memfault chunks from Figure
10, we have observed that the majority of the fields did not change. In particular, only
the metric values and consequently the CRC change with each heartbeat interval. Thus,
we obviously carry a significant overhead in each heartbeat message. To post the
complete chunk to the Memfault cloud is certainly necessary, since the metadata and
heartbeat info fields serve for storing the metric values correctly in the cloud database.
However, the question arises if there are methods to reduce this overhead in each
heartbeat message and what is the resulting gain in terms of lowering the power
consumption. This problem has been extensively addressed in literature under the topic
of data aggregation and data compression. Data aggregation describes the process of
reducing the packet size by combining the payload of packets when traversing through
the hops in the mesh network. The goal is to remove redundant parts by manipulating
some extracted features and statistics of the data sets collected from sensor nodes like
the minimum, maximum and/or mean [172]. Data compression is a methodology which
has its roots in information theory and finds application in all kinds of communications
engineering. A recent literature survey on data compression in constrained networks is
given by Nassra et al. [173]. They sorted the presented compression algorithms in two
groups, namely lossy and lossless data compression. However, we just consider
lossless data compression algorithms for our use case of reducing the message size of
the monitoring information. Massey et al. [174] have presented a lossless packet
compression algorithm for WSNs based on a dictionary approach. Their approach relies
on the distribution of the same dictionary to all the motes, so that every mote can
compress data by searching for data patterns in the payload, which is already stored in
the dictionary. If the pattern is included in the dictionary, the mote sends a much smaller
key instead of the original data. Since we observe that the vast majority of the fields in
the Memfault chunks remains identical, the proposed algorithm [174] delivers a simple

and charming solution to this problem.

In Figure 11 we have seen the increase in current draw of the networking chip, when
choosing a smaller heartbeat interval length, i.e., sending more packets. The current
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draw of motes in wireless systems based on IEEE 802.15.4 is indeed dominated by the
number of packets and not so much by the packet size [127], [36]. This means it is more
efficient to put more payload in one packet instead of splitting it up on two packets.
Nevertheless, there is still an increase in power consumption with growing packet size.
To analyze the impact of a larger packet size on the power consumption, we set up
another simulation, which still relies on the same network parameters as for the
simulation results in Figure 11 However, we now fix the heartbeat reporting interval

length to 20s and vary the transmitted payload size.

The average current draw of the SmartMesh IP LTC5800 networking chip is shown in

Figure 12.
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Figure 12: Estimated average current draw of the networking chip for increasing

packet sizes.

When comparing the difference in terms of average current draw between a payload
size of 5 B and a payload size of 90 B, we observe values of 10 pA for the 1-hop motes
and only 2 pA for the 4-hop motes. Obviously, the amount of energy saved by choosing
smaller heartbeat interval lengths is an order of magnitude higher than the saving by

smaller payload sizes achieved through data aggregation and data compression.
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Nevertheless, especially in ultra-low-power wireless systems, every possibility of

saving energy must be exploited in order to extend the battery lifetime of the motes.

Consequently, a task for future work is to develop and analyze methods for data
aggregation and data compression in the context of APM. We conclude this tutorial
section by discussing the benefits brought by the presented APM framework in contrast
to the introduced overhead in terms of power consumption. We have highlighted that
choosing a reasonable heartbeat interval length, i.e., not smaller than 10s, as well as an
efficient way of compressing the payload containing the metrics and the corresponding
meta-information, is the key to tipping the balance in favor of the benefits. However, the
remaining space in the message frame can be filled with a larger number of metrics,
since Memfault is highly scalable thanks to an efficient strategy avoiding sending the
metric identifiers in each packet. The insights gathered by such a broad set of
performance metrics clearly help to identify application dependent bottlenecks, aging
related problems, networking issues and the performance of the entire network.
Moreover, many SW bugs remain undiscovered during the testing process and just
become visible once deployed in the field under harsh conditions and after a significant
runtime. Implementing an active monitoring framework as in this tutorial, which stores
these metric values in a time series database is essential to give the developer the

opportunity to detect these bugs and fix them as part of a SW update.
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4. Analyzing Network
Performance Metrics iIin IEEE

802.15.4

IEEE 802154 [175] has turned into the de-facto standard for low-power wireless
networks. Besides the low-power characteristic, reliability is the most important feature
in these kinds of lloT networks, according to the customers [166]. A strategy called TSCH
has proven to deliver a significant performance boost in terms of reliability [176]. The
idea of TSCH is to cut time into time slots and the available frequency band into
channels. The nodes in the network consequently transmit and receive based on a
communication schedule at a certain time and frequency. By iteratively changing
channels, frequency diversity can be exploited to combat the two most common

reasons causing a wireless transmission to fail:
e external interference and
e multipath fading and attenuation (MFA).

Thus, TSCH has been included at first as an amendment into IEEE 802.15.4e [10] and
later in its entirety into IEEE 802.15.4-2015 [12]. Besides being a dependable technology,
APM has turned out to be another key factor of achieving reliability. The goal of APM is
to provide a current status on the health condition of the system to the user. Especially
in low-power wireless systems, the verbosity of these status reports is usually sparse
due to several resource constraints related to cost and size. Power consumption,
bandwidth allocations and device storage often limit the networking metrics reported
to the user to reliability and PDR, at best. While reliability determines how many packets
actually get lost, e.g. due to exceeded retry count, the PDR also accounts for the failed
attempts to deliver the packet. However, the user still has no hint on the error source,

l.e. whether the packet was lost due to poor signal strength or a failed CRC. According

HORIZON-CL4-2022-DATA-01-03, OpenSwarm Project 101093046 62/146



" OpenSwarm
|

to IEEE 802.15.4 packets with a failed CRC are immediately discarded. In reality, the
knowledge on symbol error positions is extremely valuable. The gained insights would
enhance strategies for error correction and give hints on the presence of external
interference and MFA. Obviously, these insights can only be gathered by means of a
genie-aided approach knowing the originally sent packets. Nonetheless, in practical
scenarios, the understanding of error patterns can be approximated by strategies based

on a pre-defined set of sequences known to transmitter and receiver, respectively.

In this section, we present such bit- and symbol-error patterns collected from
erroneous transmissions in two different real-world IEEE 802.15.4 testbed deployments.
The novelty of our work is the collection and analysis of error patterns across all 16
channels offered by IEEE 802.15.4. While several studies on the PDR of these channels
exist, we deliver a comprehensive study on the absolute number and shape of bit- and
symbol-errors across the channels for the first time. Based on this study, we are capable
of detecting, classifying and quantifying the presence of external interference and MFA
in our test setups. Primarily, we show how, based on error patterns, their harmful
influence on the transmission varies when TSCH is applied. On top of that, this article
features practical approaches on exploiting this knowledge in real-world scenarios by

paving the path for a channel-dependent Forward Error Correction (FEC) algorithm.
The remainder of this section is organized as follows.

Section “Transmission Errors in IEEE 802.15.4" provides an overview of the technical

specifications of IEEE 802.15.4 and related work on analysis of transmission errors.

Section “Experimental Setup” presents the used HW setup and the used testbed

deployments.

Section “Bit- and Symbol Error Patterns Analysis” analyses collected error patterns and

the RSSI across the different IEEE 802.15.4 channels.

Section “Practical Use of Knowledge on Channel Error Patterns” discusses the practical

use of the gained insights, concludes the section and presents outlook on future work.
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Transmission Errors in IEEE 802.15.4

The technical specification of the IEEE 802.15.4 standard already includes methods for
transmission error detection and correction, respectively. Thus, we briefly present the

communication chain of a packet in Section “Communication Chain in IEEE 802.15.4".

Naturally, the wireless medium may cause transmissions to fail. Section “Related Work"

presents related work on induced error patterns.

Communication Chain in IEEE 802.15.4

Packets in IEEE 802.15.4 follow a fixed structure, which already defines the size and
arrangement of the header and payload fields on the MAC layer. Based on the MAC
header and MAC payload, a 2 B long CRC is computed and appended, as an Frame
Check Sequence (FCS) field behind the payload. The arising structure, the MPDU, is at
most 127 B long and handed as PSDU to the PHY layer. In a next step, the frame length
field (1 B) is added just before the PSDU. Finally, a preamble sequence (4 B) and a SFD
(1 B) are put in front as synchronization header fields. The resulting complete frame, the
PPDU, ends up being at most 133 B long and is converted into hexadecimal symbols
before being passed to the DSSS mapper. DSSS maps each 4-bit hexadecimal symbol
into one of 16 nearly orthogonal PN code sequence, each 32 chips long. The resulting
32 chips per symbol are then modulated on a half sine pulse using O-QPSK. The carrier
frequency f_c of the waveform is defined by the selected IEEE 802.15.4 channel number

in the range between 11 and 26, i.e.

f. = 2405 + 5(k — 11) MHz, for k € {11....,26}.
After demodulation, the received chip sequence is passed to the DSSS de-mapper. A
ML decoder deciding on the minimum hamming distance between the received chip
sequence and the 16 PN-code sequences is used. With a rising number of CEPP, the
probability that the ML decoder in DSSS decides for a wrong PN sequence grows [177].
Thus, after removing the PHY Header fields, a CRC check is performed to detect these
errors. If the CRC check fails, the packet is discarded and the packet is re-transmitted

following the ARQ principle.
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The transmission chain is depicted in Figure 13.
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Figure 13: Communication Chain of a packet through the wireless channel

according to IEEE 802.15.4.

Related Work

Pescovic et al. [178] derive an analytical expression on the CEP in IEEE 802.15.4 based
on theoretical simulations over an AWGN channel. Later, the authors extended the

results by deriving the probability for a symbol error in terms of the CEPP.

Wu et al. [179] provide a detailed study on chip error patterns in IEEE 802154. By
analyzing the distribution of the CEPP positions across the packet, the authors identify
four major error patterns. The distribution of these error patterns varies with changing
environments, for which either external interference or MFA are the dominant sources
of error. Furthermore, knowledge on chip error patterns can be used for reactive
jamming detection [180]. However, such investigations on chip errors can only be
conducted by means of software defined radios, since DSSS and also CRC is done in

H\W due to performance reasons.

Barac et al. [181] deliver comprehensive bit- and symbol-level analysis of IEEE 802.15.4
transmission errors in industrial environments. Typical bit-error patterns for external
interference and MFA based on a large number of packets sent in real-world industrial
testbeds are shown. Besides that, the authors highlight properties of error-bursts, i.e.
the bit errors often appear to occur in blocks instead of being spread across the packet.
On top of that, the findings are used to develop FEC coding schemes combined with

interleaving.

The same authors also use these information on error patterns and introduced the

LPED, that distinguishes between errors caused by MFA and external interference [182],
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[183]. Although these studies cover transmissions across all available channels in IEEE
802.15.4, there is no analysis on how the patterns evolve in a TSCH scenario on a per-

channel basis.

Brun-Laguna et al. [B6] offer a detailed analysis on PDRs over the different IEEE 802.15.4
channels based on statistics gathered from 6 different testbeds. Their results directly
show the harmful effects of interference on the channels, which are also occupied by
IEEE 80211 However, the results lack of an analysis on a symbol- and bit-level,

respectively.

Ilyas and Radha investigate the BER for IEEE 802.15.4 channel 26 as it is the channel in
the frequency spectrum that is the farthest removed from all IEEE 802.11 frequency
channels. Although the authors later extend their studies to all 16 available IEEE 802.15.4

channels, their analysis is rather limited to BER than on actual error patterns.
Experimental Setup

In order to collect a large set of error patterns, we set up two experimental testbeds

based on MCUs with IEEE 802.15.4 compliant radios.

In Section "Hardware Setup” the chosen MCU architecture, the used FW and the test

automation framework is introduced.

Section “Testbeds" shows the environments selected for data collection.

Hardware Setup

In our experiments, we use NRF52840-DK boards from Nordic Semiconductor. The MCU
relies on a 64 MHz Arm Cortex-M4 architecture and has access to an IEEE 802.15.4
compliant 2.4 GHz radio. The radio transmit power is adjustable between -20 dBm and
+8 dBm. For our investigations, we drive the radio at 0 dBm exclusively. The DK version
of NRF52840 additionally offers an on-board J-Link debugger for programming via USB.
This USB port is also used to control the FW running on the chips, which triggers the
radio during test. Our F\W sets up on a Nordic sample application, called IEEE 802.15.4
PHY Test Tool (PTT) [184l. The PTT runs as an application based on Zephyr and is

controlled via a CLI.
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A large set of functions to experiment with the IEEE 802.15.4 radio is provided as part of
the PTT, such as setting transmit power or switching to receive mode or transmit mode.
In our use-case, we set one device into transmit mode, i.e random payloads of custom
size (125 B) are continuously generated and transmitted with an adjustable time period.
The other devices act in receiver mode: they switch on their radio all the time with a
receiver sensitivity of -100 dBm and sniff all incoming packets. To analyze bit error
patterns, the transmitter and receiver send their transmitted and received packets via
the CLI, too. A Python test automation script stores the payload to log files and adds
some meta-information from the receiver PTT. This meta-data includes the used
channel, the RSSI and the result of the CRC check. By default, packets with failed CRC
would be immediately discarded according to the standard. Therefore, we adjust the
radio driver to ignore the failed CRC. This function is called in the interrupt handler for a

failed CRC check and fetches the erroneous packet from the packet pointer register.

The PTT offers the possibility to switch between the 16 different IEEE 802.15.4 channels.
In order to ensure a transmit and receive operation on the same channel, the Python
test automation scripts agree via SSH on a common channel. We decide to send one
packet every 500ms and to switch the channel after every 20 transmitted packets to
get a trade-off between generating a sufficiently large set of data and mimic a TSCH-

like behavior as good as possible.

Finally, at the end of the test, the log files of the transmitter and receiver are passed to
a Python based packet analyzer script, which compares transmitted and received

payloads to identify correct and erroneous packets.

It also identifies interfering packets, which are accidentally sniffed by the receiver. The

full test setup is shown in Figure 14.
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Figure 14: Test Setup consisting of nRF boards running a PHY Test Tool based on

Zephyr.

Testbeds

The described HW setup is deployed in two different testbeds. In the apartment test
environment, the transmitter and receiver are placed in different rooms with no line-of-
sight (LOS) in a distance of about 10m. A single Wi-Fi router and some Smart-Home
gadgets may be sources of external interference in this testbed. Several walls and doors

between transmitter and receiver are likely to result in MFA.

For the industrial lab environment, a sensor application lab has been chosen. Again, the
devices are placed in similar distance as in the apartment setup, however, with almost
LOS. The lab is a large experimentation area with a couple of desks separated by some
wooden partition walls. Tons of different smart field devices as well as office Wi-Fi

routers run in this lab resulting in a high amount of external interference.
Bit- and Symbol-Error Pattern Analysis

In both testbeds, 100.000 packets, each with a PPDU payload size of 125 B, have been
transmitted in experiments covering several days. The resulting error packets are

analyzed in terms of conspicuous patterns in Section “Error Pattern Types”.

Section “RSSI Analysis in Channel Hopping Mode" shows the evolution of the RSSI over

time. Besides the typical characteristics of channel hopping, the RSSI statistics also
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reveal interesting facts about some interfering sources in terms of distance and activity,

which can be inferred from the sniffed packets by the receiver.

Error Pattern Types
When studying the error positions of erroneous packets, i.e. comparing packets with a
failed CRC with the originally transmitted sequence symbol by symbol, two types of

error patterns can be surprisingly clearly distinguished. The results unambiguously

confirm the findings by Barac et al. [181].

The first kind of patterns consists of a relatively small number of symbol errors, which

sometimes appear to occur in small bursts.

(a) MFA - 3 symbol errors

(b) MFA - 8 symbol errors

| o0 © @D (&3} {

(c) Ext. Interference - 27 symbol errors

50 100 150 200 250
Symbol Error Position in Packet

Figure 15: Typical Error Patterns in IEEE 802.15.4.

Occasionally, it is just a single error burst as in Figure 15 (a) that causes the CRC to fail

and the whole packet to be corrupted.

However, more often, single symbol errors or several small error bursts can be
discovered which are randomly placed as in Figure 15 (b). These kind of error patterns

most likely stem from MFA distortions.

The second sort of patterns is characterized by a much larger number of symbol errors.
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The errors do not occur in small bursts, but seem to start at a certain symbol position
and then pull through for a large number of consecutive symbols as in Figure 15 (c) or

often even to the end as shown in Figure 15 (d).

Regardless how early the first symbol error occurs, the receive process does not seem
to recover from this type of error source. These densely packed patterns are typical

signs of external interference.

When converting the error patterns in the binary domain, each symbol error may stretch
across 4 consecutive bit positions, since 4 bits are encoded into one PN-sequence.
When converting the symbols to the binary domain, one symbol error may result in up
to 4 bit errors. This is due to the fact that DSSS maps 4 bits into one PN code sequence.
At the transmitter, every 2 chips are modulated into one O-QPSK symbol. Despite Gray-
Coding, a distorted O-QPSK symbol may be misclassified by the de-modulator and
result in up to 2 chip errors. For more than 5 chip errors, the DSSS demapper cannot
guarantee to map to the correct PN code sequence [177]. Thus, 3 distorted OQPSK
symbol may already end up in a wrong PN code sequence in the worst case.
Consequently, the patterns show the same bursts, but each symbol error may stretch

across 4 consecutive bit positions.

RSSI Analysis in Channel Hopping Mode
As a next step, we analyze the occurrence of these corrupted packets over time, in
order to get a better understanding of the environment. It turns out to be helpful to plot

also the RSSI of all the received packets over time, a in Figure 16, belonging to the lab
testbed.

HORIZON-CL4-2022-DATA-01-03, OpenSwarm Project 101093046 70/146



" OpenSwarm

ve Signal Strength Indicator [dBm]

sesesfa

0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 1 1.1 1.2
Packet Count .10*

Figure 16: Receive Signal Strength Indicator over Time.

The green plot shows the RSSI of all correct transmissions. A narrow zig-zag structure
immediately becomes visible. This hopping between RSSI levels is directly related to
the channel hopping mechanism implemented in the test automation script, which
triggers the PTT running on the nRF52840-DK to switch channels incrementally, i.e. from
11 to 26, as in TSCH. In 2012, TSCH has been added to the standard as an amendment
as |[EEE 802.154e [10]. TSCH typically requires all members of the network to be
synchronized within $\mu s$. This allows to slice up time into timeslots, which are
typically 10ms long [11] and distribute a common schedule across all nodes. By
changing the channel according to this schedule, frequency diversity can be exploited
to combat external interference [185] and mitigate MFA [186]. The amplitude in terms of
RSSI of the captured correctly received packets is approximately 15 dB in this test run.
This large RSSI discrepancy between the different channels is not unusual. Values up

to even 20 dB are reported in literature [186], [1871.

The red dots in Figure 16 indicate erroneous packets with a failed CRC. The distribution
of these packets over time is quite uniform. Furthermore, failed transmissions appear to

occur at any RSS! level.
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In Figure 16, there are also groups of blue dots, which belong to received packets, which
have not been transmitted by our test setup, i.e. they stem from another interfering
source. All these packets have been sniffed by chance and the majority also has passed
the CRC check. This is an indicator, that these interfering packets have also been
emitted by an IEEE 802.15.4 radio because the same CRC algorithm for the creation of
the FCS has apparently been used.

The largest group of blue dots is centered around an RSSI of value -60 dBm and is
visible just during the first 5,000 received packets. Due to the channel hopping logic of
our receiver, the RSSI values also tend to jump between different levels. Apparently,
the interfering device has been shut down during our experiment. Nevertheless, no
reduction in terms of erroneous packets can be observed afterwards, which leads to
the conclusion that this particular application does not seem to have harmful influence
on our testbed. However, the interfering source is obviously closer to our deployed
receiver compared to the transmitter device based on the absolute RSSI values and
assuming that the interferer operates with the same transmit power. Another interfering
device can be spotted 3 times during the experiment phase at a packet count of around
2,000, 5,600 and 8,700. The duration at which this device emits packets is rather short

and also has no recognizable influence on our experimental results.

Error Patterns across the IEEE 802.15.4 channels

In the following, we shift our focus on the erroneous packets. Moreover, we analyze bit-
and symbol-error patterns on a per-channel basis. 100,000 packets in total have been
transmitted in each testbed, i.e. 6,250 per channel. As expected, the PDR varies across
the channels, but in the following we report novel findings on the distribution of error

patterns, which also varies across the frequency band.

In Figure 17, we plot the average number of symbol errors per erroneous packet for

each channel.
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Figure 17: Average number of symbol errors per packet of 125 B = 250 hex. symbols

across the IEEE 802.15.4 channels.

Except for channel 22, this average is always higher for the lab testbed compared to
apartment testbed. This is intuitive, since the lab environment is much more susceptible
to external interference. As stated in Section “Error Pattern Types", error patterns related
to external interference consist of a significantly higher amount of symbol errors in
contrast to those patterns related to MFA. When tracking the distribution of the average
number of symbol errors per packet for the lab testbed, several conclusions can be
drawn. At first, a remarkable increase in terms of symbol errors is visible for channels 16
to 19. The corresponding frequencies are also covered by channel 6 of the IEEE 802.11
Wi-Fi standard. In this frequency range, the harmful Wi-Fi coexistence has led to many
corrupted packets showing the typical interference pattern characteristics.
Furthermore, channel 20 has the lowest average number of symbol errors per packet.
The investigated error patterns of channel 20 almost entirely consist of some few
sparsely distributed error bursts across the packets representative for MFA. Lastly, we

see a significant increase in average symbol errors per packet for IEEE 802.15.4 channels
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21 to 24 again, which share the same frequencies as used in IEEE 802.11 channel 11. The

corresponding error patterns are also dominated by external interference properties.

However, the observed trends of the lab testbed do not directly match the ones found
in the apartment testbed. Although the majority of error patterns occurred in the
apartment testbed are anyway rather subject to MFA than to external interference, the
amount of symbol errors per packet for IEEE 802.15.4 channels 21 to 24 is on the same
level as for the lab testbed. In fact, IEEE 802.11 channel 11 seems to be the Wi-Fi channel
in the apartment testbed, which causes most of the interfering error patterns. From this
section, we can already infer that error patterns vary on a per-channel basis, and that
the influence of IEEE 802.11 is individual for each deployment. This is also reported by

previous studies on PDRs [188],[185],[189].
Practical Use of Knowledge on Channel Error Patterns

The practical value of the awareness of bit- and symbol-error patterns for each channel
is obvious: detecting, classifying and quantifying external interference as well as MFA is
highly important. Naturally, there is no knowledge of bit- and symbol-error patterns in
real-world deployments, since the receiver cannot make out the error positions in a

corrupted frame.

Two approaches to approximate the knowledge on bit error position though are pre-
defined pilot sequences and FEC. The idea of pre-defined pilot sequences is to share a
set of fixed sequences to all motes. At certain time intervals, these sequences are

exchanged with the network neighbors and error positions are spotted and reported.

The other idea of using FEC involves encoding and decoding of messages in the
network with the same channel code. While the CRC check in IEEE 802.15.4 is just able
to detect errors, FEC codes are more powerful and even spot the error positions and
correct them, as long as the number of transmission errors has not exceeded the error-
correcting capability of the code. This concept is also included in the LPED introduced

by Barac [190l.

In APM, our goal is to keep track of the health condition of a low-power wireless system,

which is always dependent on the environment. Especially in industrial deployments,
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the environment changes frequently because of being constantly affected by moving
objects, which are the reason for MFA, and by a variety of wireless devices causing
external interference. In order to ensure a reliable mode of operation, the knowledge
about the environment helps to inform the user in form of alarms or even roll-out
managing measures, which try to tackle the problem. FEC is an example for such a
managing measure. The strategy of FEC is to add redundancy to the message, which
helps to recover from errors at the cost of a worse communication rate. Although FEC
is not part of the 24 GHz O-QPSK PHY in IEEE 802.15.4 by default, there have been
efforts concerning MAC-Layer based FEC approaches before [191], [192], [193].

Yu et al. [194] also present an adaptive FEC scheme for IEEE 802.15.4 based on the
changing PDR over time. The findings in this paper motivate the use of an adaptive FEC
scheme on a per-channel basis, i.e. to employ FEC codes of different error correcting

capability depending on the average number of symbol errors in a packet on a channel.

In Figure 18 we refer to the lab testbed and show the percentage of erroneous packets
with less than t symbol errors for each channel. Assuming a single FEC code with error
correcting capability tis used to encode the MPDU, the percentages in Figure 18 directly

translate into the metric PSR [193], defined as

PSR — N, recovered
N, corrupted

?

where Neorupted IS the number of received packets with a failed CRC check due to symbol

errors and Nrecovered IS the number of packets that the FEC code can guarantee to correct.
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Figure 18: Percentage of erroneous packets in the lab testbed with less than t

symbol errors.

For the IEEE 802.15.4 channels affected by external interference from IEEE 802.11 Ch. 1
and Ch. 11, we observe that an FEC code with error correcting capability t=15 symbols is
required to recover from errors introduced in 50 % of the erroneous packets. However,
for the MFA dominated IEEE 802.15.4 channels 20 and 25, an FEC code with error

correcting capability t=5 is already enough to achieve almost the same PSR.

HORIZON-CL4-2022-DATA-01-03, OpenSwarm Project 101093046 76/146



" OpenSwarm

5. Application Performance
Management: Hybrid Forward

Error Correction in IEEE 802.15.4

Many popular wireless standards for Smart Home applications, such as ZigBee, Thread,
and Matter, as well as those used in lloT -including WirelessHART and 6 TiSCH - are built
on the IEEE 802.15.4 standard at the PHY and MAC layers. The latest revision of the
standard, IEEE 802.15.4-2020 [195], covers a set of 19 different PHYs operating at
different frequency bands and using various modulation schemes in order to satisfy the
requirements of their dedicated area of application. Among these PHYs, the O-QPSK
PHY using 2.4 GHz frequency band is by far the most commonly used one and in
literature IEEE 802.15.4 always refers to this PHY, if not otherwise stated [196]. This O-
QPSK PHY has firstly been introduced in IEEE 802154-2006 [197] and has not

undergone major modifications since.

IEEE 802.15.4 outperforms other wireless standards for low-power systems thanks to its
high reliability and energy efficiency of the wireless motes arranged in a mesh topology.
An essential key to achieving these features is TSCH, which has been included at first
as an amendment in IEEE 802.15.4e [198] and later in its entirety into IEEE 802.15.4-2015
[199]. The idea of TSCH is to cut time into time slots and the available frequency band
into channels. The nodes in the network consequently transmit and receive based on a

communication schedule at a certain time and frequency.

By iteratively changing channels, frequency diversity can be exploited to combat the
two most common reasons for a wireless transmission to fail: external interference and
MFA.

While several other PHYs in IEEE 802154 employ FEC schemes to provide a higher

robustness against transmission errors, the O-QPSK PHY does not feature the use of
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FEC. The goal of FEC is not only to detect erroneous bits, but also to correct them by
decoding the redundancy bits that are sent on top of the actual message. This does
result in a lower information data rate. FEC is prevalent in all sorts of communication

standards and is often directly implemented in HW for performance reasons.

In order to stay standard-compliant, we rely on a FEC strategy for the IEEE 802.15.4 O-
QPSK PHY, which performs FEC in SW on the MAC Layer. The choice of the FEC scheme
is a trade-off between different code parameters such as code length, decoding

complexity and code rate.

We show, based on 500,000 transmitted frames in a real world experimental testbed,
that this choice may change during runtime as it also changes with the employed
channel determined by the TSCH schedule.

The contribution of this work is the idea of using an adaptive channel-dependent FEC
scheme to significantly increase the reliability of the wireless transmission and
consequently lower the overall power consumption of the motes by reducing the
number of retransmissions. While earlier studies on FEC in IEEE 802.15.4 exclusively
focus on numerical simulations over theoretical channel models, the mentioned FEC
strategy is implemented on a MCU and the arising overhead in terms of power

consumption and latency is investigated as part of this section.

The major design premises of the FEC scheme are to be as lightweight as possible, i.e.
minimize the number of decoding calls, and stay standard compliant. This allows the

presented strategy to be directly applicable to all IEEE 802.15.4 devices.

By selecting specific FEC parameters that yield an information rate of just 60 %, it
becomes possible to recover from errors in 50 % of all corrupted packets. This makes
the scheme particularly well-suited for applications where both latency and reliability

are critical.

The remainder of this section is organized as follows. Section “Related Work on FEC in
IEEE 802.15.4" presents related work on FEC for the IEEE 802.15.4 OQPSK PHY. Section
*An FEC Scheme for the IEEE 802.15.4 O-QPSK PHY" introduces the FEC strategy used

throughout this paper. Section “Experimental Setup” gives insights to the experimental
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setup used for the evaluation of the FEC scheme. Section “Choice of FEC parameters’
highlights the decision-making factors for the parameters of the FEC code. Section
“Practical Evaluation” deals with the evaluation in terms of power consumption and
packet salvation ratio. Section "An Approach for Adaptive Channel-Dependent FEC"
contains practical implementation hints on the use of FEC in an adaptive channel-

dependent fashion, concludes the section and presents outlook on future work.
Related Work on FEC in IEEE 802.15.4

The first effort towards FEC for the IEEE 802.15.4 OQPSK PHY was published by Yu et al.
[191]. The authors present FEC on the MAC layer based on relatively small linear block
codes. Encoding is proposed in two ways. Either by encoding blocks of the linear block
code length and appending redundancy directly after the information bits, or by adding
redundancy at the end of the payload field, keeping the message readable for nodes
without FEC. While this work does not reveal any statistics on bit error rates, it contains

a comparison of different codes in terms of memory footprint and processing time.

The same authors later refine the FEC scheme by introducing separate encoding of the
MAC header and payload [192]. The goal is to decrease processing at intermediate hops
since just the FCS needs to be checked. Furthermore, theoretical results for the packet

error rate per SNR are presented for the AWGN channel and Rayleigh fading channel.

Setting up on this FEC strategy, the same authors also present an adaptive algorithm,
which switches between codes of different error correcting capability based on a
Markov chain model [194]. The idea is to switch to a more powerful code when the PDR
drops below a fixed level. Again, theoretical results for this adaptive algorithm are

shown for the Rayleigh fading channel.

Barac et al. [193] provide an in-depth bit- and symbol-level analysis of IEEE 802.15.4
transmission errors in industrial environments. They illustrate typical bit-error patterns
resulting from external interference and MFA, based on extensive packet transmissions
in real-world industrial testbeds, highlighting the properties of error bursts. Their

findings are utilized to develop FEC coding schemes combined with interleaving.
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The same authors also leverage this error pattern information to introduce the LPED
method, which distinguishes between errors caused by MFA and external interference

[190], [1871].

The same authors also introduce PREED [200], a Packet REcovery scheme by Exploiting
the Determinism in IEEE 802.15.4 networks. The idea of PREED is to use the knowledge
of the content of the header fields in advance to recover bytes in the corrupted packet.
In particular, using the aforementioned a priori knowledge in combination with FEC can

help recover the unknown bytes belonging to the same codeword as the known ones.
An FEC Scheme for the IEEE 802.15.4 O-QPSK PHY

The design of the FEC scheme used in this section builds upon the approach presented
by Yu et al. [191]. Instead of using one large FEC code to encode the entire frame, the
strategy is to use multiple component codes, i.e. linear block codes with relatively small
code lengths, to encode the MAC header and payload and add the resulting
redundancy to the end of the payload field, as shown in Figure 19.

PHY Protocol Data Unit (PPDU)
Max. 133 Bytes

PHY Header

Sync. Header (SHR) | (PHR) ‘ |PHY Service Data Unit (PSDU)/ MAC Protocol Data Unit (MPDU)

Max. 127 Bytes

Frame Check
Sequence
(FCS)
(2B)

Preamble
Sequence
(4B)

Start of Frame
Delimiter
(1B)

Frame Length
(1B)

MAC Header MAC Data Payload Mibieader MAC Payload Redundancy
) Redundancy >
(4B - 24B) (variable) X (variable)
(variable)

—_— - @

Figure 19: Forward Error Correction on the MAC Layer compatible with the IEEE

802.15.4 frame structure.

Based on the MAC header, MAC payload, and the corresponding redundancy fields, a
CRC is computed and appended as an FCS field right after the redundancy block. This
resulting structure, the MPDU, is at most 127 bytes long and is passed as a PSDU to the
PHY layer. Subsequently, a frame length field (1 B) is added just before the PSDU. Finally,
a preamble sequence (4 B) and an SFD (1 B) are prefixed as synchronization header
fields. The resulting complete frame, the PPDU, reaches a maximum length of 133 bytes

before being processed by the DSSS mapper. DSSS maps each 4-bit hexadecimal
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symbol into one of 16 nearly orthogonal PN code sequence, each 32 chips long. The
resulting 32 chips per symbol are then modulated onto a half sine pulse using O-QPSK.
The carrier frequency f_c is determined by the selected IEEE 802.15.4 channel number
(11 to 26) and is calculated as explained in Section “Communication Chain in |[EEE
802.15.4". After demodulation, the received chip sequence is forwarded to the DSSS de-
mapper. A ML decoder determines the closest match by selecting the PN code
sequence with the minimum Hamming distance to the received chip sequence from
among the 16 possible sequences. As the number of CEPP increases, the likelihood that
the ML decoder in DSSS selects an incorrect PN sequence grows [201]. To handle these

errors, after removing the PHY header fields, a CRC check is performed.

If the CRC check fails, the header is decoded using the header redundancy and another
CRC check is executed. If the recalculated CRC still does not match the FCS, the
payload is decoded using the payload redundancy. A final CRC check is conducted, and
if the errors persist, the frame is discarded, and the packet is re-transmitted according
to the ARQ principle. The entire transmission process is illustrated in Figure 20.

MAC Header

MPDU PPDU
and Payload . .

FEC FCS Calculation - [ Add Preamble and | * DSSS 0-QPSK
Encoding PHY Header Mapping Modulation

Wireless
Channel

Remove Preamble DSSS 0-QPSK
and PHY Header De-Mapping De-Modulation

Figure 20: Communication Chain of an IEEE 802.15.4 frame involving FEC.
The rational for the choice of this FEC scheme are twofold:

e staying standard compliant and

e minimizing the number of decoding calls.

There are multiple reasons why maintaining compliance with the standard is crucial.
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First, the chosen FEC scheme does not violate the IEEE 802.15.4 frame structure, as the
payload field may be filled individually, and the other PHY layer fields remain

untouched.

Second, encoding does not include the preamble, SFD and PHY header, which are

essential to ensure a correctly timed sampling process of the frame at the receiver side.

Third, the way of calculating the FCS is unchanged. The computation of the FCS during
the receive process is usually done in HW with insignificant cost in terms of latency and
power consumption. Consequently, we do not want to discard the advantage of

detecting corrupted frames immediately, i.e. without the need for decoding.

Fourth, encoding is performed before DSSS. Thus, the beneficial orthogonal properties

of the PN code sequences are not destroyed.

There are also several reasons why we choose an FEC scheme that minimizes the

number of decoding calls.

First, the systematic encoding structure. Systematic encoding means producing
codewords with non-scrumbled information and redundancy bytes. This allows to place
the redundancy of all encoded blocks to the end of the payload field. Besides the
advantageous feature of improved readability of the payload, the decoder only needs

to be called in case of failed CRC check.

Second, separate header and payload encoding reduces the number of decoder calls.
This is because a trivial CRC check can be done after header decoding and may already
resolve all errors in the packet and would make decoding the remaining payload

obsolete.
Experimental Setup

To collect a large set of error patterns and evaluate the performance of the presented
FEC scheme, we set up an experimental testbed based on the nRF52840-DK board
from Nordic Semiconductor [202]. The MCU features a 64 MHz Arm Cortex-M4 and an
|[EEE 802.15.4 compliant 2.4 GHz radio. The testbed is installed inside the Siemens Sensor

Application Lab. This is a challenging RF environment consisting of multiple office
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routers and sensor systems causing external interference and various objects,
particularly metallic ones, that are responsible for the bouncing off echoes causing
MFA. The radio transmit power can be switched between -20 dBm and +8 dBm, we drive
it exclusively at 0 dBm being the default value. The receiver sensitivity is -100 dBm. The
NRF52840's USB port is utilized to control the firmware running on the chips, which
activates the radio during testing. The firmware is based on a Nordic sample application
known as IEEE 802.15.4 PTT [203]. The PTT operates as an application within the Zephyr
Operating System and is managed via a CLI. It provides a comprehensive set of
functions to experiment with the IEEE 802.15.4 radio, including setting transmit power
and switching between receive and transmit modes. The PTT allows for switching
between the 16 different IEEE 802.15.4 channels. To ensure both transmission and
reception occur on the same channel, the Python test automation scripts coordinate a
common channel via SSH. In our tests, we transmit one packet every 500ms, which
leaves enough time to do proper logging. We switch channels after every 20 packets
to balance generating a substantial dataset and emulating a TSCH-like behavior as
closely as possible. The device in transmit mode creates random payloads and encodes
them into packets with a maximum size of 127 B. The receiver device continuously
activates its radios to capture all incoming packets. In case of a failing CRC, the device

starts the decoding routine trying to resolve the transmission errors.

At the conclusion of the test, the log files from both the transmitter and receiver are
analyzed using a Python-based packet analyzer script. This script compares transmitted
and received payloads and identifies correct and erroneous packets along with meta-
information, such as the RSSI and the CRC check result from the receiver PTT. The

complete test setup is illustrated in Figure 21.

By default, packets failing the CRC check would be immediately discarded according
to the standard. To counter this, we modify the radio driver and the PTT to retain the
packet and perform the decoding routine as outlined in the flow diagram in Figure 20.
For the encoder and decoder implementations of the RS code, we refer to the appendix

of the channel coding book by Morelos-Zaragoza [204].

HORIZON-CL4-2022-DATA-01-03, OpenSwarm Project 101093046 83/146



" OpenSwarm

. |
(((@ nRF 52840 DK Raspberry Pi
Serial CLI @
8 RX.log
8 A
8 SSH packet_analyzer.py
Y
(@" nRF 52840 DK , Test PC @
Serial CLI
PHY Test Tool (PTT) TXlog

Figure 21: Test Setup consisting of nRF boards running a PHY Test Tool based on

Zephyr.
Choice of FEC Parameters

The proposed FEC scheme is composed of several smaller linear block codes, known
as component codes. From the Section "Related Work on FEC in IEEE 802.15.4" we know
that RS codes are particularly well suited. Since IEEE 802.15.4 radios typically do not
convey any soft information on the received symbols - which are used by more
powerful soft-decision decoders - we rely on hard-decision decoders and the efficient
decoding algorithms for RS codes. In this section, we determine what code length n,

error correcting capability t and interleaver structure to use.

Code Length and Code Rate

The code length n of the linear block code suited for the use in our scheme is bounded
by the maximum size of the MAC header and MAC payload, respectively. One way to

obtain linear block codes of exactly this length is shortening existing longer codes.

According to the channel coding theorem, it is also recommended to use a large code
length, since they provide better code rates than smaller codes assuming the same
error correcting capability [205]. However, packet size might not always be fully utilized,
and decoding complexity grows with code length. Since DSSS takes 4 bit long symbols
as input and RS codes with length n=15 operate in the 24 Galois field, RS(n = 15, k) codes
are chosen throughout this paper. As a result, no further conversions are needed, and
they provide an optimal balance between decoder complexity, fragmentation flexibility,
and error correction performance. Depending on the code dimension k, i.e. the amount
of information symbols, RS(n = 15, k) codes guarantees to correct between t-1 and t-=5

errors, as stated in Figure 22: Error Correcting Capability t of a RS(n=15,k) code.Figure 22.

HORIZON-CL4-2022-DATA-01-03, OpenSwarm Project 101093046 84/146



" OpenSwarm

Figure 22: Error Correcting Capability t of a RS(n=15,k) code.
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Figure 23: Encoding using a RS(n-=15, k=11) code.

By fragmentation flexibility, we mean that the code does not "waste" too many bytes
through zero padding in case the MAC header or MAC payload length are not multiples
of k. For larger values of k this risk grows, and the overall scheme's code rate becomes
worse. A numerical example for the encoding procedure using a RS(n = 15, k=11) code of

a frame with maximum header and payload size is shown in Figure 23.

Zero-padding is necessary, and the available frame size cannot be fully used. This
results in an effective code rate of R_eff= (48 + 121)/(250 - 10) = 0.70 in this case. But in
general, the effective code rate R_eff of this FEC scheme for an IEEE 802.15.4 frame size
of Nfame = 250 symbols can be computed analytically, too. The number of not

transmitted symbols is
Nhot transmitted = Nframe 1O dn

The number of zero padding symbols required to encode the MAC header Nheadermax =

48 symbols completely is computed as
Nzero padding — (if — (Nheader mod /C)) mod k

and the number of header redundancy symbols as
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The amount of payload information symbols N_payload that can be placed inside the

MAC payload field is then given by

n

N _ N frame — N header — N not transmitted — N zero padding — N header, red. k
payload —

Finally, the effective code rate can be determined as

N header 1 N, payload

N, frame — jvnot transmitted

Reff. =

Error Correcting Capability

However, the number of potentially correctable errors does not sum up over all
encoded blocks. Although the RS(n = 15, k=11) can correct t=2 errors, the overall scheme
shown in Figure 23, which consists of in total 16 codewords, does not guarantee to
correct 16 " t = 32 symbol errors. Moreover, the symbol error positions inside the frame

are decisive. These so-called error patterns are strongly related to the environment.

From real-world testbed experiments, it becomes clear that these error patterns can
surprisingly unambiguously be classified in two groups [193]. Typical patterns from

these groups are shown in Figure 24.

(a) Multipath Fading and Attenuation (MFA) Pattern

| oo 5 @ ® |

(b) External Interference Pattern

Figure 24: Typical Error Patterns in IEEE 802.15.4.

Packets corrupted by MFA are characterized by sparsely distributed errors and a
generally low absolute number of symbol errors. However, those packets suffering
from external interference show long error bursts. Obviously, packets showing signs of
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external interference need to be encoded using codes with higher error correcting
capability. Error patterns vary over time due to physical changes in the environment.
However, they also vary with the used frequency associated with the channel of the
TSCH schedule [206]. Consequently, we propose to dynamically change the code and
its error correcting capability during runtime in an adaptive fashion based on the

reported error patterns.

Interleaver

Increasing the error correcting capability is not enough to cope with long error bursts.
The bursts usually pervade multiple consecutive encoded blocks and therefore easily
exceed the error correcting capability of a single component code. When there are
more than t errors in a single block, decoding fails and the whole frame cannot be
recovered. We therefore recommended to shuffle the symbols inside the packet

according to a fixed permutation algorithm.

This process is called interleaving and also proposed in the IEEE 802.15.4-2020 standard
for the SUN FSK PHY [195]. Although losing the property of easy readability of the
packet, this form of interleaving comes at negligible cost. From the experiment using
the setup described in Section "Experimental Setup”, we analyze all erroneous packets,
i.e. packets with failed CRC check, in terms of their symbol error positions. The packet
size is 250 symbols (125 B). To identify error bursts, an analyzer examines the error
positions, checking for consecutive occurrences. We permit a tolerance of up to 4
interruption positions inside a burst to count the subsequent errors to still the same error

burst.
The results are illustrated in Figure 25 as boxplots for each channel.

These boxplots display the median length of error bursts, the lower and upper quartiles,
and whiskers extending to 1.5 times the interquartile range. The boxplot of channels that
do not overlap with Wi-Fi channels are plotted as dashed lines. We clearly observe that
the error burst length varies across the channels. IEEE 802.15.4 channels 20 and 25 show
the smallest burst lengths indicating MFA as dominant source of errors. However, error

bursts on IEEE 802.15.4 channels 15 to 19 appear to have the highest upper quartile and
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whisker, respectively. These channels suffer from error patterns characterized by
external interference. Obviously, a high number of symbol errors that is beyond the
summed up error correcting capability of the component codes in the FEC scheme will
never be able to be corrected. However, the results shown in Figure 25 can be utilized
to determine the necessary interleaver depth to effectively disrupt most error bursts by

more evenly distributing errors across the component codes.
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Figure 25: Measured symbol error burst lengths in 125 B (=250 hex. symbols) long

packets on the 16 IEEE 802.15.4 channels.

When using the interleaver of the IEEE 802154 SUN FSK PHY, the scheme shuffles
symbols in a deterministic square constellation. Thus, only square numbers are
accepted as interleaver depth. In order to cope with error bursts across all channels an

interleaver depth of at least 64 is a reasonable choice.
Practical Evaluation

In order to evaluate the effectiveness of the presented FEC scheme using a RS(15,9)
component code, we analyze the experimental results in terms of power consumption,

packet statistics and PSR.
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Power Consumption

The key question that needs to be clarified when investigating the power consumption
of the FEC scheme is whether it exceeds the cost of a retransmission. Therefore, we
attach PPKs Il [207] to the nRF boards running the PTT from the testbed. Besides the
PPK's capability of measuring current consumption at a maximum sampling rate of
100kS/s, it has an in-built logic analyzer. This allows capturing the state of particular

GPIO pins, used to mark the start and end of certain operations in the FW.

The results of these measurements for the transmit process are visualized in Figure 26
and for the receive process in Figure 27. The first noticeable difference between the two
graphs is the significantly higher current during the receive process, due to the radio
being in constant receiving mode. In contrast, the transmitter's radio is only activated as
needed. While a TSCH implementation with a fixed schedule could reduce the
receiver's current draw, it was not included in this experiment. Indeed, the measured
current levels (DC/DC Regulator active) of the two modes matches the values from the

datasheet [202].

The first measured current samples in Figure 26 are in the range of a few hundred pA.
During the encoding process, a GPIO is pulled and a current of about 3.3 mA is detected
for a duration of 580pus. The current stays at this level afterwards for some PTT specific
operations. The characteristic peaks of approximately 3 mA originate from the CLI of the
PTT during logging activities. Later, the radio is activated for the transmit operation for

about 5ms at which the current rises up to an average value of 6.4 mA.

In Figure 27 the radio is in receive mode. The datasheet indicates a current draw of 6.53
mMA in this state, which aligns with the measured samples. During reception, additional
CPU activity increases the current draw to around 9 mA for 2.4ms. The subsequent
decoding process, lasting about 1.2ms, draws 8.6mA. Depending on the number of bit
errors, decoding may extend by about 1ms, as also noted by Yu et al. [191]. This current
level persists for a few more ms due to additional PTT operations. The narrow peaks

following the receive and decoding processes are attributed to CLI logging activities.
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Although these values are strongly application- and implementation-dependent, we
provide an estimate of the overhead introduced by the proposed FEC scheme to clarify
the extent of energy savings compared to retransmission. Figure 28 lists the overhead

in terms of charge consumption caused by the FEC scheme using the RS(15,9) code.

The scheme's effective code rate is Reir = 0.58, it is therefore fair to compare the scheme
with an uncoded transmission of packets containing just ceil(©.58 * 115B) = 67B.
Consequently, the overhead caused by the redundancy bits during transmission and
reception is calculated by subtracting the charge consumption of a 67 B frame from

that of a 115 B encoded frame.

Figure 29 shows the charge drawn during transmission (0 dBm) and reception on the
PTT using the nRF52840-DK for different payload sizes. The resulting overhead for
transmitting and receiving the redundancy block is 893 pC + 292 uC = 11.85 pC.
Additionally, the cost of encoding is 1.91 uC. Just in the case of a CRC error, the decoding
function is entered consuming a charge of 10.32 pC. This high value is due to the always-

on radio during the receive mode of the PTT.

We compare this value to the cost of a retransmission. In the retransmission scenario,
we disable FEC and measure the charge drawn during a complete transmission and
reception of a 68 B packet, including all PTT-related operations to ensure a fair

comparison. The transmitter consumes 41 uC, the receiver 181 uC, for a total of 222 uC.

Generally, the FEC overhead for a correct transmission without the need for decoding
is 13.76 UC. Using FEC becomes more energy-efficient than retransmission if at least

one out of

222 uC |
LlS.TG ,uCJ =16

packets contains errors that the scheme can correct. If this condition isn't met, FEC is
still beneficial, but switching to a less powerful component code with a better code rate
is more efficient. For example, using RS(15,11) is advantageous if at least one out of 39

frames contains correctable errors. While this code offers a better rate, it has a lower
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error-correcting capability, which may not be sufficient in environments with higher

error rates, explaining why starting with a more powerful code may be preferable.
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Figure 26: Current Draw during TX Process.
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Figure 27: Current Draw during RX process.
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Operation Time [ms]  Current [mA]  Charge [¢C]  Always  On failure
Tx Encoder 0.58 3.30 1.91 v
Tx Send Redundancy 1.40 6.38 8.93 v
Rx Receive Redundancy 0.32 9.12 2.92 v
Rx Decoder 1.20 8.60 10.32 v

Figure 28: Charge Consumption overhead caused by FEC scheme using RS(15,9) as

component code.
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Figure 29: Charge drawn by TX (0 dBm) and RX operation in PHY Test Tool on

nRF52840 DK for various payload sizes.

Packet Statistics

The packet statistics based on the analysis of the log files of 500,000 transmitted

packets are plotted in Figure 30. The upper bar shows the results when FEC is disabled

and the lower bar for the case that
For this experiment we use a RS(15

of 64. All the transmitted and recei

FEC tries to correct the packet if the CRC check fails.
,9) code across all channels and an interleaver depth

ved packets are categorized in one of 5 groups. The

first group of correct packets are these frames which made it to the receiver without

any error. The second group contains corrupted packets with failed CRC check and at

least one error. The third group are

recovered packets, which are those frames that have

been erroneous initially, but the decoder is able to resolve all errors. The fourth group

is denoted as lost packets and comprises transmitted frames that have never reached
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the receiver, i.e. the preamble sequence has not been detected. Although Figure 30
does not show the fifth group of interfering packets, it is worth mentioning that the
receiver sniffs all frames following the IEEE 802.15.4 structure and therefore also frames
from nearby interfering networks. By measuring an average RSSI of -83 dBm at the
receiver, the experiment conditions may be considered as challenging. However, the
intention of this setup is to collect a large set of erroneous packets to validate the
effectiveness of the FEC scheme. Achieving a PDR of 63 % is indeed not an unusual
value under these conditions [188]. When enabling FEC, the PDR can be significantly

improved up to 74 % which comes at the cost of a lower information rate of just 58 %.

B Correct Recovered  EMCorrupted M Lost

o =
with FEC V

0 0.2 0.4 0.6 0.8 1

Figure 30: Packet Statistics of experiment with and without FEC scheme based on

RS(15,9) on all channels.

Packet Salvation Ratio

To quantify the performance of the overall FEC scheme, we adopt the use of the metric

PSR, defined by Barac et al. [193] as

PSR — N, recovered,

corrupted

which denotes the fraction of recovered packets out of all erroneous frames with CRC
error. In Figure 31, the PSR for each channel is shown when using each of the different
codes of the RS code ensemble of length n=15. An interleaver depth of 64 has been
used in all cases. For smaller depths, a major degradation in PSR can be observed as
the error bursts more often stretch over a single component code and exceed its error
correcting capability. For larger interleaver depths greater than 64, no significant

changes are observed and the PSR values seem to saturate. When assessing the PSR

HORIZON-CL4-2022-DATA-01-03, OpenSwarm Project 101093046 93/146



. OpenSwarm
|

across various channels, several insights emerge. The PSR naturally declines as the
effective code rate R_eff rises. External interference from IEEE 802.11 channel 6 has a
significant negative effect on the PSR. Channels 20 and 25 on IEEE 802.15.4, dominated
by MFA error patterns, show the highest PSR values, as these patterns are easier for the
decoder to correct. The benefits of stronger error-correcting codes do not increase
linearly. The gain from using the RS(15,3) code over the RS(15,7) code is minimal across
all channels and does not justify the considerable loss in data rate. Nonetheless,

achieving a specific target PSR necessitates different codes depending on the channel.
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Figure 31: Packet Salvation Ratio across the 16 IEEE 802.15.4 channels for the
presented FEC scheme (interleaver depth = 64) using different effective code rates

R of the length n= 15 RS codes.
An Approach for Adaptive Channel-Dependent FEC

The findings from Figure 31 motivate the use of a rate-adaptive FEC scheme switching

the component code depending on the currently observed error patterns.

In this section, we highlight certain implementation details necessary to approach the
design of such a scheme. Initially, there is no knowledge on error patterns available and
therefore the same component code shall be used on all channels. Furthermore, a
feedback loop needs to be established, which reports in certain intervals the result of

decoding operations. Essential information in this context is the PDR, the number of
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packets with CRC error and the error positions inside packets that have successfully
been resolved. These reports reach the central network manager, which implements a
logic based on user requirements deciding for a more or less powerful scheme or
switching off FEC completely for a certain channel. To roll out a change of the FEC
component code to be used by the transmitter and receiver simultaneously, specific
command messages may be defined or APM interfaces, such as CORECONF [208] in
the 6TISCH context, can be used. To ensure the receiver uses the same code for
decoding as used by the transmitter for encoding, a specific information field in the
frame structure shall be reserved for that purpose. It is crucial to protect this information
field in order to prevent from becoming a bottleneck, as bit flips in this field would
directly result in desperate decoding attempts causing unnecessary overheads in
power consumption and latency. Thus, a distinct, short and light-weight FEC code must
be used to protect this field. Certainly, this FEC code for the scheme information field is
not allowed to change during runtime and must be the same across all nodes in the
network. This concept has also been already used in the DVB-C2 standard [209]
employing a 32 bit long rate 0.5 RM code to protect the FEC frame header in a special

way.

In this study we evaluate the practical use of a FEC scheme for the IEEE 802.15.4 OQPSK
PHY. Therefore, the scheme has been implemented as part of a PTT inside a real world
lab testbed. Based on gathered erroneous packets from this testbed a minimal
interleaver depth to mitigate the harmful impact of long error bursts has been derived.
However, the PSR varies over time and per channel. Power consumption measurements
are evaluated and show that the overhead of sending these redundancy blocks is the
crucial factor from an energy perspective. This means that the component code
parameters need to be chosen so that the overhead for sending this redundancy does
not exceed the cost of a retransmission. In the experiment, the RS(15,9) component code
proved effective, correcting nearly every second erroneous packet. However, for the
scheme to be worthwhile, there needs to be at least one erroneous packet in every 16
packets. Otherwise, a higher-rate component code is preferable. The results suggest
that an adaptive, channel-dependent FEC scheme, which adjusts the code rate based

on error patterns across the 16 IEEE 802.15.4 channels, is beneficial.
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6. HyPM: Hybrid Performance
Metric Transmission In Low-

Power Wireless Networks

WSNs networks are commonly deployed in lloT environments to control the flawless
operation of machines and entities in the factory. Customers of such networks consider
reliability as the most important feature, followed by security, standards, range and
battery changes [210]. Low-power wireless mesh networks based on 6TiSCH [211], aim
to meet all of these requirements. 6TiISCH is a networking protocol designed by the IETF
to enable reliable, low-power, and deterministic wireless lloT communication by
combining IPv6 networking with TSCH. Reliability is not simply defined by a high PDR

but also by being able to continuously assess and monitor the network's health.

This challenge is tackled by APM. APM is an emerging topic in IloT due to the demand
for resilient systems, which are capable of reacting on changes in a highly dynamic
environment in an autonomous fashion. The central design premise of APM is to deliver
a verbose and timely report on the system's condition, while keeping the impact on the
network's actual performance as small as possible. Sampling performance metrics on
the motes and exporting them via the network manager, the BBR, is more efficient than
transmitting long logging messages. To ensure capturing a complete picture of the
system'’s health condition, it is crucial to collect metrics from all categories, i.e. HW- and

SW-related metrics, as well as networking KPlIs.

Surveys show that APM metrics go far beyond the generic ones such as PDR, RSSI and
battery SoC [212], [206]. Besides identifying a meaningful set of metrics, the challenge
of APM is to efficiently report these metrics to the user or an autonomous control
system. Active monitoring defines the process of sending this set as dedicated message

frame, which are often called "health reports”. Since the radio is typically one of the
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most power-hungry parts of the mote, reducing the number of messages sent is crucial
to ensure long battery lifetimes. INT is a very energy-efficient manner of transferring
performance metrics from the motes to the network BBR. INT exploits the multi-hop
topology by appending telemetry, i.e., performance metrics, to packets with free space

left, as they traverse through the hops in the network on their way to the BBR.

In this section, we compare the efficiency of various APM approaches by counting the
number of bytes transmitted from each node to the BBR and measuring the energy
consumption in each case. We obtain a fair comparison by evaluating the required
energy per byte of telemetry. We simulate different network topologies and traffic
pattern in Contiki-NG's network simulator Cooja, which implements the 6TiSCH
standard [213]. We highlight the dependency between network traffic and the verbosity
of the performance metrics. We show that, for an insufficient amount of application
traffic, INT cannot serve the user requirements in terms of telemetry data scope and
timeliness. We therefore propose HyPM, a novel hybrid approach that combines active
monitoring with INT. HyPM is based on a pre-defined user requirement on the scope of
the telemetry data as well as on the reporting period. Simulation results show that this
approach outperforms active monitoring in terms of energy efficiency by 31 %, while,

unlike INT, fully satisfying the user demand.

The remainder of this section is organized as follows. Section “Related Work on
Performance Metrics Transmission in low-power wireless networks” summarizes
related work on strategies for transporting performance metrics, provides a detailed
explanation of INT in 6TiISCH networks and shows where these existing strategies fall
short. Section “HyPM: Hybrid Performance Metric Transmission” introduces HyPM and
explains its functionality. Section “Simulation Environment” describes the simulation
setup. Section “Simulation Results” compares the existing approaches of related work
with each other and evaluates the performance of HyPM, concludes the section and

discusses future work on security and latency.
Related Work on Performance Metric Transmission Strategies

At first, a taxonomy of existing APM strategies in literature is presented. After that, we

highlight the INT approach by Karaagac et al. [214] in detail and refer to it as K-INT in the
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remainder. K-INT shall serve as a reference baseline for further investigations. Finally,

drawbacks and limits of the presented related work are discussed.

Taxonomy of Performance Metric Transmission Strategies

Related work on exporting performance metrics from the motes to the BBR can be

grouped in six categories, which we survey here.
Category 1. Active Monitoring.

In this traditional method, nodes periodically send health information in additional
packets. While this approach is effective for failure detection and symptom alerting, it
generates extra overhead. This negatively impacts system performance by increasing
energy consumption and using additional bandwidth. A notable example is SmartMesh
IP [215] a commercial solution implementing a 6TiISCH-like protocol that relies on

performance metrics being reported in "health reports” packets.
Category 2: Passive Monitoring.

This method avoids adding dedicated traffic to infer the system's health, rather relies on
monitoring ongoing communication. The advantage is that it doesn't requires more
packets, hence energy. The disadvantage is that the BBR may not have enough data to
accurately provide a basis for evaluating the health of its network. “Snif" [216] is one of
the early passive monitoring solutions, utilizing a separate diagnostic sensor network to

track communication without contributing to the network's traffic load.
Category 3: Hybrid Approaches.

These combine the strengths of both active and passive monitoring. A significant
framework is the Hybrid Monitoring Platform (HMP) [217], which actively collects
information directly from sensor nodes and passively from the wireless network,

balancing low overhead with comprehensive observability.
Category 4: Piggybacking.

Instead of generating separate packets for health data (as in active monitoring),

piggybacking embeds this information within the payload of regular application
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packets. This reduces energy consumption while still providing valuable performance
metrics. Dunkels et al. [218] first demonstrate the benefits of piggybacking by showing
that it significantly reduces energy costs when combining multiple beacons into a single
transmission. This concept has since been extended to 6TiISCH networks by Gaillard et
al. [219] who also study the overhead caused by piggybacking for various monitoring

frequencies.
Category 5. AM-PM.

This involves adding "markers" to packets so they serve to extract performance metrics
of the network, including delay and packet loss. This means AM-PM does not generate
additional traffic, rather adds a handful of bits to existing packet, thereby having very
little impact on network throughput and battery lifetime. AM-PM was originally
developed for wired networks [220] and later adapted to low-power wireless networks

[221]. Karaagac et al. re-purpose otherwise unused bits in the IEEE 802.15.4 header.
Category 6: INT.

Here, telemetry data is embedded directly within the packet as it moves through the
network. INT building upon the P4 language [222] it was originally designed for wired
networking equipment such as switches, NICs and routers. Unlike piggybacking, INT
collects and appends telemetry data at each hop during a packet's journey. Based on
the original dataplane specification [223], INT has been successfully adapted for
wireless networks - particularly 6TiSCH - by Karaagac et al. [214]. A recent study by van
Leemput et al. [224] introduces an analytical traffic model for 6TiISCH networks utilizing
INT. This model enables the calculation of network traffic overhead by using INT to

accurately predict the number of transmitted and received bytes within the network.

K-INT: Karaagac et al's Approach to In-Band Network Telemetry in
6TiSCH Networks

The objective of INT is to collect metrics for each mote at each hop and append those
to the packets traversing the network. The device generating the application traffic
initiates the metric collection process by embedding INT commands inside the packet.

Intermediary nodes can add metrics as they forward packets. All telemetry information
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is received by the BBR. The INT implementation described in this section builds upon
the previous work by Karaagac et al. [224] and is referred to as K-INT in the following.
The authors introduce the "INT engine” sublayer between TSCH (MAC layer) and RPL
(hetworking layer). The INT engine processes all outgoing and incoming packets and
determines whether metrics can be appended. In K-INT, commands and metrics are
carried as IEEE 802.15.4 IEs, as outlined in IETF standard RFC8137 [225]. That is, first, the
“Present IEs" field in the IEEE 802.15.4 header is set. If no Header IEs are present, the
"Header Termination 1 IE" (2 B) is embedded to indicate the start of Payload IEs. Then,
IE descriptor (2 B) isadded, with Group ID 0x05. The INT sub-IEs are appended, including
the "INT Header" and "INT Entries" containing telemetry data from each node. A
Payload Termination IE (2 B) is added at the end of the payload IEs to indicate their
completion. In K-INT, the IE's subtype identifier is to 202 (0xCA), a value in the “reserved
for experimental use" range. The "INT Control" byte is hardcoded to support only the
HBH mode. The "HBH Mode" is arbitrarily set to 10, with the actual mode (Probabilistic
or Opportunistic) defined by a variable in the code. The encoding mode is always
"Bitmap mode": the bitmap never changes. We also implement the "Overflow" feature
that tells subsequent hops to ignore the packet for the insertion of new INT entries. The
“Loopback" and "Query" features are not included in our implementation, and thus their
bits are always set to 0. Additionally, the "Node Bitmap" feature, which allows nodes to
add their own bitmaps, is not implemented. The result is that, once INT fields are
initialized by a node, subsequent hops append their INT entries with the same size and

telemetry structure as defined by the hard-coded bitmap.

Bytes: 0/1 0/ 0/1 0/1
Subtype INT Seq
D Control ER Number
Bytes: 0/2 0/2 0/4 0/x 0/x 0/x 0/x 0/2
Header IETF IE INT INT INT =] INT [=] INT Payload
Termination 1 IE Descriptor | Header | Entry 1 | Entry 2 Entry i Entry N | Termination IE
Bytes: 1/2 0/1 0/2 0/1/2/8 0/2 0/1/2/8 0..14 Variable Variable 2
Frame Sequence Dest Dest Source Source Sguxrrwt Header IEs | Payload IEs | Frame Fcs
Control Number PAN ID Address PAN ID Address Heade:‘ Payload
Information Elements

Figure 32: INT insertion into MAC layer frame structure.
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Figure 32 shows the resulting frame structure when embedding INT as a sub-IE, where
a single INT header is followed by the INT entries added by each hop. IEEE 802.15.4
frames are at most 127 bytes long, which limits the number of INT entries present. We
add INT information only to data frames generated by the application. That is, no INT
information is present in broadcast frames, RPL packet (including DODAG), and 6TiSCH
control frames (including 6P messages and Enhanced Beacons). Since messages
generated by the 6TOP sublayer are ignored by the INT sublayer, using 6TOP and MSF
does not affect the outcome of the INT implementation. K-INT keeps working even
when MSF is used. Furthermore, 6LOWPAN fragmented messages do not have INT

fields appended, as fragmentation implies the packet is already full.

K-INT with Opportunistic Logic
The INT engine of K-INT determines at each hop whether INT entries should be

appended to the frame, provided there is space. The INT engine in opportunistic: it
appends metrics whenever possible. This results in an out-of-balance delivery of
metrics at the BBR, as motes closer to it more frequently encounter frames that are
already fully packed, leaving no free space for appending INT. This is not a problem if

the application only sends a handful of bytes.

BBRl / INT Opportunistic \ / INT Probabilistic \
¢ Payload INT7INT7INT] @:mr]ur] ﬁmfm] EMV'NT] [EINT}NT]
A |32 1 B 3|2 c 31 D 2 |1 E 3 |2

o e | o o )

Payioad T 7 II;Tj Payioad |r;T7 |r;r] Payioad " NT j Payioad | INT j Payioad T ;II‘;T]
(+) (4] @ (+) [+

{Pay;nad |r;'r } l Payload INTj Payéoau Ih;T j [ Pay'l;oad ] ] [ Pay;oad II:Tj

\_ EOS/\O = o /

Figure 33: Overview of INT insertion strategies.
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For larger payload sizes, however, as illustrated by Figure 33 "Payload B", opportunistic
INT penalizes motes with small hop-depths. Insufficient reporting of metrics by motes
close to the BBR may lead to undetected critical failures and an incomplete picture of

the network's health condition.
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K-INT with Probabilistic Logic

To mitigate this issue, K-INT also offers a probabilistic logic. Nodes adopt a probabilistic
approach: each decides to insert or skip INT entries based on dynamically calculated
probabilities in a distributed manner. While this approach can lead to a reduction in the
overall volume of telemetry data, it ensures a fairer distribution of telemetry data across

the nodes. The INT insertion probability is computed as

{AITU&}J
SH'!
p; = 100 - i

R
Ar min

Where MTU is the maximum transmission unit, i.e. 125 B in IEEE 802.15.4 (excluding the

2 B FCS field), S_f is the current frame size (including headers, payload and INT entries
from previous hops), S_int+ is the size of the newly to be appended INT entry. In the
denominator of the equation, the remaining hop count is calculated from the current
RPL DODAG rank R and the minimum RPL rank increase configuration A r_min. Figure
33 shows in Payload C to E that the probabilistic logic intentionally decides to skip

inserting INT entries, so the reported number of metrics is equal for all hops.

Drawbacks and Limits of Existing Strategies

The strategies discussed in Section “Taxonomy of Performance Metric Transmission”
differ in verbosity and associated costs, impacting the overall performance of the
application. Active Monitoring offers the flexibility to report metrics with high verbosity
but requires sending dedicated packets, which increases energy consumption and
reduces the device's battery life. Passive Monitoring introduces no overhead but is
difficult to implement and inaccurate regarding capturing meaningful performance
metrics. Piggybacking is more energy-efficient than active monitoring, but its verbosity
is constrained by the available space in frames and the frequency of frame generation,
both dictated by the underlying application traffic. AM-PM avoids the issue of full frames
by utilizing specific bits in the header, though this severely limits the granularity of the
data. INT appends telemetry at each hop, enabling more frequent metric reporting than

piggybacking. However, the length and frequency of packets still rely heavily on the
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application's traffic. Obviously, a hybrid approach combining the benefits of the different

strategies is desirable.
HyPM: Hybrid Performance Metric Transmission

Indeed, we understand telemetry data in a different manner compared to the presented
literature about INT in Section “Taxonomy of Performance Metric Transmission’. The
scope of telemetry data in that context is mostly limited to instantaneous metrics
concerning the current frame, such as RSSI, channel and timestamp. However, we want
to exploit the INT strategy to export a large set of metrics which goes far beyond the
mentioned ones. Those sets are not in the scope of this work and the interested reader
is referred to related survey papers [212], [206]. The metrics are assumed to be stored in
a buffer and to be sampled in reasonable time intervals ensuring that always current
values are reported to the BBR. The size of this buffer is certainly allowed to exceed the
MTU of 125 B, because the metrics are extracted from the buffer in a consuming fashion
and fragmentation is desired. Eventually, we define the user requirement by the size of
telemetry Buser that the user expects to receive in a certain time interval t_req. From the
presented approaches, active monitoring is the only one guaranteeing to meet such a
user requirement. The design premise of a novel hybrid approach, dubbed as HyPM, is
to be more efficient than active monitoring by using INT and supporting with active
monitoring packets only when motes cannot fulfill the user's needs. The idea of HyPM
is to periodically set up a timer of duration t.q. Initially at the beginning of such an
interval, the values of all performance metrics are sampled and stored in the telemetry
data buffer, which is typically smaller than Bue. Once the buffer is fully depleted, a
resampling process for the metrics is initiated. Consequently, when the last metric is
extracted from the buffer, exporting of all metrics begins anew. For every packet
generated by the mote or traversing the mote, the INT engine tries to append Si. bytes
of metrics from this buffer. S is the size of a single INT entry to be appended at each
hop and needs to be chosen so that all hops theoretically have the chance to insert their
telemetry. Therefore, Si. can be determined based on the average application traffic
payload size and the maximum hop depth in an adaptive manner. After t_req, the timer
elapses and the algorithm checks if the user requirement has already been fulfilled, i.e.,
if more than Buser bytes of telemetry have been exported, yet. If INT has not been able
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to serve the user requirement, an active monitoring packet is sent out containing the

remaining metrics.
Simulation Environment

The evaluation of HyPM is based on simulations in the Cooja network simulator, which
imitates the behavior of a wireless network of motes running the Contiki-NG firmware
[213]. In this section, we consider two different network topologies shown in Figure 34.
In Topology A, the motes are arranged in a straight line down to a hop depth N. In
Topology B, there is more than one paths with the BBR as destination. These topologies
may be regarded as atomic building blocks of arbitrary topologies, so results and

lessons learnt extracted for these topology carry over to a random general case.
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Figure 34: The topologies used for the evaluation of HyPM.

The evaluation metric used for this comparison is energy cost per telemetry byte. Thus,
the amount of telemetry bytes reported to the BBR by each node is tracked within the
simulation. Since the motes are merely emulated by Cooja, the energy consumption
needs to be estimated. Therefore, Contiki-NG offers the Energest module, counting the
ticks spent in TX and RX mode. Ticks serves as the basic unit of time for the OS, enabling
task scheduling and time management. The charge drawn in the respective state can

then be calculated by

ticks - I

Cstate =
RTarch
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The results in this paper are calculated based on the specifications of Zolertia Z1 [226].
The current | is assumed to be 17.4 mA in TX and 18.8 mA in RX mode, respectively.
RTaen is the number of ticks per second and is given by 10°sin this architecture.
Based on Csie the energy spent in this state is obtained by multiplying with the battery

voltage, which is assumed to be 3 V.

Estate — Cstate -V

Simulation Results

At first, we compare the efficiency of the existing approaches from Section “Taxonomy
of Performance Metric Transmission Strategies”. We restrict this comparison to active
monitoring, piggybacking and K-INT, as passive monitoring and AM-PM deliver an
insufficient amount of telemetry to work with. The second simulation evaluates the

performance of HyPM.

Comparison of Existing APM Strategies

The first comparison is carried out over topology A with N ranging from 2 to 6 motes, as
this topology effectively demonstrates how each strategy scales with increasing hop
depth. Furthermore, this first scenario is intended to be not demanding in terms of
payload size and therefore 2 B of application payload are transmitted every 10 s by
every mote. For entries inserted by K-INT we also consider just a small amount of Siy.=
4 B of telemetry. Thus, no full packets are expected to reach the BBR in this simulation
and therefore the performance of K-INT Probabilistic coincides with K-INT
Opportunistic due to an insertion probability of pi = 100 %. Obviously, the nodes closer
to the BBR will transmit larger amounts of telemetry using K-INT. To ensure a fair
comparison, we set the active monitoring reporting interval so that at least mote N
transmits a comparable number of bytes at the end of the simulation time (20 min). In
the case of N = 6, active monitoring would trigger sending a 4 B large payload of metrics
every 7 s. Piggybacking uses the existing traffic generated at each mote and appends
metrics at the end of the COAP options field. The difference to K-INT is, that
piggybacking only adds metrics at packet creation and not at intermediate hops. To

indicate the presence of telemetry in piggybacking, we decide to introduce a telemetry

HORIZON-CL4-2022-DATA-01-03, OpenSwarm Project 101093046 105/146



" OpenSwarm
. |

marker and telemetry size field before the actual metrics inside the COAP options field.

The simulation results are shown in Figure 35.
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Figure 35: Comparison of APM methods for Topology A.

Active Monitoring appears to have the highest costs concerning energy per telemetry
byte. This cost also grows rapidly with network size N. Piggybacking consumes
significantly less than active monitoring and the costs grow at a much smaller scale, too.
The results obtained by K-INT are remarkable due to various reasons. Firstly, because
K-INT consumes magnitudes less energy in contrast to the other methods while
delivering the same number of metrics and even more at the motes closer to the BBR.
Furthermore, the energy cost per telemetry byte barely grows for larger network sizes.
Consequently, K-INT is the obvious choice for scenarios with small application payload

and telemetry sizes, respectively.

Performance Evaluation of HyPM

For the second comparison, the simulation parameters are tightened to align even more
with real-world use cases. This means that the application traffic is not fixed anymore
but allowed to vary in a random fashion with larger payload sizes. Furthermore,
telemetry data is generated based on a user requirement. The combination of both
leads to full packets, ie., Piggybacking and K-INT struggle to sufficiently append
metrics and meet this requirement.
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We evaluate the performance of HyPM and compare it to the existing methods on both
topologies, whereas using N=5 for topology A. We arbitrarily choose the user
requirement to be Buser = 70 B and teq = 60 s. As application traffic, we assume COAP
packets every 10 s containing a payload of 10,20,30,40,45 and 50 bytes. The payload
size varies in a uniformly random fashion. For active monitoring, we assume to send out
a health report packet every 15 s. To ensure a fair comparison between K-INT and HyPM,

the size of a single INT entry Si.. is fixed to 19 B.

The simulation results after 30 min on both topologies are shown in Figure 36 and Figure

37, respectively.
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Figure 36: User requirement and amount of exported telemetry bytes per minute

for both topologies.
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Figure 37: Energy-efficiency evaluation of HyPM.
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Figure 36 plots the number of metrics exported per minute for each mote. The area
below the user requirement of Buser = 70 B is marked red. It can be observed, that the
HyPM and active monitoring are the only methods which meet the requirement.
Furthermore, the performance of K-INT opportunistic and K-INT probabilistic appears
to be the reversed. Indeed, the formula for the insertion probability for K-INT
probabilistic is not designed for varying application payload sizes. Therefore, the
insertion at more distant hops is skipped more often, which results in undesired

preference of motes closer to the BBR.

The comparison in terms of energy cost per telemetry byte in Figure 37 shows that
HyPM is 31 % more efficient than active monitoring for topology A and 29 % for topology
B, respectively. In general, the energy costs are higher for topology A as the packets
have a longer way to the BBR on average. Surprisingly, active monitoring even
outperforms K-INT, which exhibits low efficiency under demanding conditions, as it
struggles to transmit a significant amount of telemetry data. The energy cost per
telemetry byte of HyPM is similar to piggybacking for topology B and just slightly higher
for topology A. However, the amount of exported telemetry in Figure 36 shows that

piggybacking is also not able to fulfill the user's needs.

In summary, HyPM exhibits the highest rate of exported telemetry while having the
relative lowest energy cost per telemetry byte. This study analyzes the potential of K-
INT for APM in low-power wireless networks, comparing it primarily to existing
approaches. We implement K-INT for 6TiISCH networks in Contiki-NG's Cooja simulator.
An initial simulation for a low-demand scenario in terms of payload and telemetry size
shows remarkable results regarding the energy consumption overhead introduced by
K-INT compared to Active Monitoring and Piggybacking. Even with increasing network
sizes, K-INT's energy demand grows negligibly. However, K-INT reaches its limits in
more demanding environments, where motes near the BBR face fully packed frames.
To address this, we propose a novel hybrid approach, called HyPM, combining INT with
Active Monitoring, fulfilling user requirements for scope and timeliness while being
more energy efficient. In two testbeds, the energy cost per telemetry byte is about 30 %
lower than with Active Monitoring. The INT engine introduces latency by deciding at
each hop whether to append metrics to traversing frames.
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Additionally, INT poses a security risk, as motes with malicious software could append

false metrics, triggering incorrect alarms and unintended system behavior.

Addressing these challenges, i.e. latency and security, falls outside the scope of this

study and remains an area for future research.
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7. Conclusion

In this Deliverable, we present the major research results related to the topic “APM for

monitoring a swarm with configurable level of monitoring, tracing and logging".

We presented a broad literature survey on performance metrics characterizing the
health condition of a low-power wireless network of swarm devices. Besides that, we

highlighted the features provided by state-of-the-art APM frameworks.

After that, we show in a Tutorial part, how such a monitoring framework works in
practice. Therefore, we set up a wireless mesh network based on SmartMesh IP using
AIOT sensor nodes and ran the Memfault monitoring platform on it. A detailed analysis

on the caused overhead and configurability is provided.

In the following, we concentrate on APM of networking-related performance metrics.
Therefore, we set up a network of IEEE 802.15.4 based devices and collected error
patterns stemming from external interference and MFA. We also analyzed how these
patterns vary across the 16 channels used by TSCH. Monitoring these kinds of error

patterns during network runtime can offer valuable insights on the environment.

These insights can then be used by Application Performance Management. We propose
to use FEC on the IEEE 802.15.4 O-QPSK PHY, but not in a pre-defined way, but on a
per-channel basis. Evaluations show that different channels in IEEE 802.15.4 TSCH mode
may require different channel coding schemes with different error-correcting

capabilities.

Lastly, we investigated the process of exporting performance metrics from the mote in
the sensor swarm via multiple hops in the mesh topology. Therefore, we proposed
HyPM, which is a strategy for exporting metrics using INT and Active Monitoring.
Notable performance gains in terms of energy efficiency are measured compared to

existing approaches in literature.
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